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Regression of Time Series1 

Regression has been discussed previously in my guide to Regression.
There it was assumed that the errors were independent. 

However, as has been discussed, Time Series are usually autocorrelated. 
In regression, this is usually referred to as serial correlation.

Therefore, for Time Series the errors of a regression are usually not independent.

A simple linear model for time series would be:2 
Yt = β0 + β1t + zt, where zt is the error term.

A somewhat more complex model:
Yt = β0 + β1t + β1t2 + zt. 

The righthand side could involve variables that vary over time. 
For example, the miles driven might depend on among other things the price of gasoline.

Series of Errors:

Once one has fit a particular least squares regression model to a time series, the errors form a time 
series, zt.  This time series of errors can be analyzed as one would any other time series.

One can graph the series of errors. One can look at correlograms and the partial autocorrelations, in 
order to try to determine which type of series fits zt. 

If the errors are independent, then zt should be white noise. If the errors are dependent, then they 
might follow for example an AR(2) model.

Various time series models can be fit to the errors, and one could use AIC to select the best one.

Then the resulting total model, regression plus times series model for zt can be then be used to 
forecast the future.

1 Chapter 5 of Cowpertwait and Metcalfe, which discusses Regression of Time Series, 
has been added to the syllabus for Fall 2016.
2 If the error series zt is stationary, then so will be the series of differences of xt.
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Here are some examples of simulated series of 

€ 

ε̂t , with time on the horizontal axis:
AR(1), α = 0.7

   

AR(1), α = 0

   
AR(1), α = -0.7
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and here are the corresponding plots of 

€ 

ε̂t−1 versus 

€ 

ε̂t :
AR(1), α = 0.7

AR(1), α = 0

     
  AR(1), α = -0.7
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An Example of Serial Correlation:

Assume one has the following time series, Y1, Y2, ... , Y20: 547, 628, 778, 759, 823, 772, 904, 
971, 974, 916, 1043, 932, 959, 1077, 998, 1003, 1048, 1371, 1414, 1568.

Exercise: Fit a linear regression to this time series.
[Solution:  X = 1, 2, ..., 20.  

€ 

X  = 10.5.  In deviations from: x = -9.5, ... , 9.5.

 Σxi2 = 665.  

€ 

Y  = 974.25.  Σxiyi = 25,289.5. 

€ 

^
β = Σxiyi / Σxi2 = 25,289.5 / 665 = 38.03.  

€ 

α̂  = 

€ 

Y  - 

€ 

^
β

€ 

X  = 574.9.]

Exercise: What are the residuals, 

€ 

ε̂t , for this regression?

[Solution: The fitted 

€ 

^
tY are: 613, 651, 689, 727, 765, 803, 841, 879, 917, 955, 993, 1031, 1069, 

1107, 1145, 1183, 1221, 1259, 1297, 1336.  

€ 

ε̂t  = Yt - 

€ 

^
tY

= -66, -23, 89, 32, 58, -31, 63, 92, 57, -39, 50, -99, -110, -30, -147, -180, -173, 112, 117, 232.]

Here is a graph of these residuals:

  

5 10 15 20

- 100

100

200

There seems to be some tendency for a positive residual to follow a positive residual, and a 
negative residual to follow a negative residual. 
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This apparent correlation is also shown in a graph of 

€ 

ε̂t−1 versus 

€ 

ε̂t :

  

- 150 - 100 - 50 50 100

- 100

100

200

There are more points in the lower left and upper right quadrants. Such a lower-left and upper-right 
pattern, indicates positive serial correlation. On the other hand, a lower-right and upper-left pattern 
would indicate negative serial correlation. 

The visual impression of the above graph of 

€ 

ε̂t−1 versus 

€ 

ε̂t  can be quantified by calculating the 

sample correlation between 

€ 

ε̂t−1 and 

€ 

ε̂t , which is positive in this example.
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The mean of the residuals is zero.

Thus c0 = 

€ 

1
20  

€ 

ê t2

t=1

20
∑  = 225,117 / 20 = 11,256.   c1 = 

€ 

1
20  

€ 

ê t ê t +1
t=1

19
∑  = 99,662 / 20 = 4983.

The sample correlation between is: r1 = 4983 / 11,256 = 0.4427.
The residuals appear to be positively correlated with their value one time period earlier.3 
Here is a correlogram of the residuals:

   

The sample autocorrelation for lag 1 is barely significant.

3 The data for this time series was in fact simulated from a trend model plus an AR(1) model with α = 0.5.
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Positive Autocorrelation:

Assume that we fit a regression model to a time series via least squares, and the error terms are 
positive correlated with each other at shorter lags. In other words, ρk > 0, for k = 1 or k = 1 and 2, etc.
Then, it is as if the series is shorter, and the estimates of the standard errors are too small.

For regressions fit to time series, if the time series of errors, zt, is positively 
autocorrelated for shorter lags then:

€ 

•  Standard error of regression is biased downwards.

€ 

•  Overestimate precision of estimates of model coefficients.

€ 

•  Some tendency to reject H0: β = 0, when one should not.

The reverse is true for negatively correlated errors. 

The statistic commonly used to test for the presence of serial correlation is the Durbin-Watson
statistic, not on the syllabus.4 

4 See for example Applied Regression Analysis, by Draper and Smith.
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Variance of the Average:

When the elements of a series are independent: Var[

€ 

X ] = σ2/n.5 

More generally, if the autocorrelations are ρk, then: Var[

€ 

X ] = 

€ 

σ2

n  {1 + 2

€ 

(1 -  k / n) ρk
k=1 

n-1
∑ }.6 

For example, for a series of length 3: Var[

€ 

X ] = 

€ 

σ2

3  {1 + (2)(2/3)ρ1 + (2)(1/3)ρ2}. 

Var[

€ 

X ] = 

€ 

σ2

3  {1 + (4/3)ρ1 + (2/3)ρ2}.

If ρ1 > 0 and ρ2 > 0, then Var[

€ 

X ] > 

€ 

σ2

3 .

If the errors of a regression are positively autocorrelated, then the usual regression estimator will 

underestimate the true variance, for the same reason that Var[

€ 

X ] is actually greater than 

€ 

σ2

3 .

Exercise: Assume that for the residuals of a regression of a time series:
Var[zt] = σ2, ρ1 = 0.6, ρ2 = 0.3, and ρ3 = 0.1.
Determine the variance of the average of 4 consecutive residuals of this regression of a time series.
[Solution: Var[

€ 

Z ] = Var[(z1 + z2 + z3 + z4)/4] = 
 (1/16) {Var[z1] + Var[z2] + Var[z3] + Var[z4] + 2Cov[z1, z2] + 2Cov[z1, z3] + 2Cov[z1, z4] 

+ 2Cov[z2, z3] + 2Cov[z2, z4] + 2Cov[z3, z4]} =

(σ2/16) {4 + (2)(3)(0.6) + (2)(2)(0.3) + (2)(1)(0.1)} = 9σ2/16.

Comment: Var[

€ 

Z ] = 

€ 

σ2

n  {1 + 2

€ 

(1 -  k / n) ρk
k=1 

n-1
∑ } = 

(σ2/4) {1 + (2)((1 - 1/4)(0.6) + (2)(1 -2/4)(0.3) + (2)(1 - 3/4)(0.1)} = 9σ2/16.
If the errors of a regression of a time series were instead independent, 
then Var[

€ 

Z ] = σ2/4 = 4σ2/16 < 9σ2/16.]

5 See “Mahlerʼs Guide to Statistics.”
6 See Equation 5.5 in Cowpertwait and Metcalfe.
We have assumed a stationary series.
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Generalized Least Squares:7

Generalized Least Squares is a technique that can deal with autocorrelations of the errors.
Cowpertwait and Metcalfe give no details.

The R command lm fits a least squares regression.
gls fits Generalized Least Squares. 

Cowpertwait and Metcalfe fit a least squares regression to a series of temperature data. 
A 95% confidence interval for the slope was: (0.0165, 0.0188).
However, since the errors are positively correlated for shorter lags, the standard errors were 
underestimated, and this confidence interval is too narrow.

Using instead Generalized Least Squares, a 95% confidence interval for the slope was:
(0.0144, 0.0201). This is a wider confidence interval than for Least Squares. 

In general, Generalized Least Squares will produce similar estimates of the coefficients,
but better estimates of the standard errors than Least Squares.

More Detail on Generalized Least Squares:8 

Generalized Least Squares is a generalization of Weighted Least Squares which is in turn a 
generalization of ordinary least squares regression.9 

Assume we have four observations, then the variance-covariance matrix of the errors is:

€ 

Var[ε1] Cov[ε1, ε2] Cov[ε1, ε3] Cov[ε1, ε4]
Cov[ε1, ε2] Var[ε2] Cov[ε2, ε3] Cov[ε2, ε4]
Cov[ε1, ε3] Cov[ε2, ε3] Var[ε3] Cov[ε3, ε4]
Cov[ε1, ε4] Cov[ε2, ε4] Cov[ε3, ε4] Var[ε4]

⎛ 

⎝ 

⎜ 
⎜ 
⎜ 
⎜ 

⎞ 

⎠ 

⎟ 
⎟ 
⎟ 
⎟ 

,

With N observations, the variance-covariance matrix is an N by N symmetric matrix with entries 
Cov[εi, εj].10  In certain cases, this variance-covariance matrix of the errors has a special form.

7 See Section 5.4 in Cowpertwait and Metcalfe.
8 Not on the syllabus. See for example, Appendix 6.1 of Pindyck and Rubinfeld.
9 While you should not be asked about Weighted Least Squares regression, it is discussed in “Mahlerʼs Guide to 
Regression.”
10 Note that the dimension of the variance-covariance matrix only depends on the number of observations, not the 
number of independent variables.
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In the classical linear regression model, among the assumptions are that: 
Var[εi] = σ2 for all i (homoscedasticity), and εi and εj independent for i ≠ j.

Therefore, Cov[εi, εi] = σ2 and Cov[εi, εj] = 0 for i ≠ j.  ⇒ Cov[εi, εj] = σ2I.

In the case of heteroscedasticity Var[εi] = σi2, however we still assume independent errors. 
Therefore, the variance-covariance matrix of the errors is still diagonal, but the entries along the 
diagonal are not all equal.

As discussed previously, when there is serial correlation, the errors are no longer independent. 
If the errors follow an AR(1) process, Cov[εi, εj] = σ2 ρ|i - j|, -1 < ρ < 1.
For four observations, the variance-covariance matrix would look like:

σ2 

€ 

1 ρ ρ2 ρ3

ρ 1 ρ ρ2

ρ2 ρ 1 ρ

ρ3 ρ2 ρ 1

⎛ 

⎝ 

⎜ 
⎜ 
⎜ 
⎜ 

⎞ 

⎠ 

⎟ 
⎟ 
⎟ 
⎟ 

.

In general, the variance-covariance matrix of the errors, σ2Ω, can be any positive definite matrix.11  

We assume Ω is known, while σ2 is usually unknown. We need to know the covariance matrix up to 
a proportionality constant; in other words we need to know or have a good estimate of the matrix of 
correlations. The correlation matrix has been discussed for several of the simpler ARMA processes: 
AR(1), MA(q), and ARMA(1, 1).12  

If X is the design matrix and Y is the vector of observations of the dependent variable,
then the fitted parameters using Generalized Least Squares are:13 

€ 

~
β  = (XʼΩ−1X)-1 XʼΩ−1Y.

The variance-covariance matrix of the fitted parameters is:14 

Cov[

€ 

~
β ] = σ2 (XʼΩ−1X)-1.

11 A positive definite matrix is a symmetric, square matrix such that xTAx >0 for every x ≠ 0. 
All variance-covariances matrices are positive definite.
12 In general, one can determine the form of the correlations for a particular ARMA process given the parameters.
13 See Equation A6.8 in Pindyck and Rubinfeld. In the classical regression model this reduces to the fitted 
parameters being: (XʼX)-1 XʼY, as discussed in “Mahlerʼs Guide to Regression.”
14 See Equation A6.9 in Pindyck and Rubinfeld. In the classical regression model this reduces to the 
variance-covariance matrix of the fitted parameters being: σ2(XʼX)-1, 
as discussed in “Mahlerʼs Guide to Regression.”
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Where N is the number of data points, and k is the number of fitted slopes, then an unbiased 
estimator of σ2 is given by:15 (

€ 

ε̂ ʻ Ω−1 

€ 

ε̂ ) / (N-k-1).

Unfortunately without assumptions as to the form of Ω, one can not estimate Ω solely from the 
observations.

For Generalized Least Squares: TSS = YʼΩ−1Y, RSS = YʼΩ−1X(XʼΩ−1X)-1XʼΩ−1Y, and

ESS = TSS - RSS = YʼΩ−1Y - YʼΩ−1X(XʼΩ−1X)-1XʼΩ−1Y.

If Ω = σ2I, then Generalized Least Squares (GLS) reduces to Ordinary Least Squares (OLS). 

If Ω is not σ2I, then the use of Ordinary Least Squares rather than Generalized Least Squares would 
result in unbiased but inefficient estimates; the Generalized Least Squares estimates would have a 
smaller variance than the Ordinary Least Squares estimates. In addition, Ordinary Least Squares 
would result in a biased estimate of the variance-covariance matrix.  

Assume for example the following:

€ 

•  Yi = α + βXi + εi

€ 

• i Xi Yi
1 1 3
2 4 8
3 9 15

€ 

•  The covariance matrix of the errors is σ2Ω, where σ2 is unknown and 

Ω = 

€ 

10 15 20
15 40 25
20 25 90

⎛ 

⎝ 

⎜ 
⎜ 
⎜ 

⎞ 

⎠ 

⎟ 
⎟ 
⎟ 

Ω−1 =  

€ 

119 -34 -17
-34 20 2
-17 2 7

⎛ 

⎝ 

⎜ 
⎜ 
⎜ 

⎞ 

⎠ 

⎟ 
⎟ 
⎟ 
 / 340

Exercise: Use the methods of Generalized Least Squares to fit this model.

[Solution:  X = 

€ 

1 1
1 4
1 9

⎛ 

⎝ 

⎜ 
⎜ 
⎜ 

⎞ 

⎠ 

⎟ 
⎟ 
⎟ 
.  XʼΩ−1X = 

€ 

0.1412 -0.1529
-0.1529 1.682
⎛ 

⎝ 
⎜ 

⎞ 

⎠ 
⎟ . (XʼΩ−1X)-1 = 

€ 

7.857 0.7143
0.7143 0.6593
⎛ 

⎝ 
⎜ 

⎞ 

⎠ 
⎟ .

 XʼΩ−1Y =

€ 

-0.03529
2.388

⎛ 

⎝ 
⎜ 

⎞ 

⎠ 
⎟ .

€ 

~
β  = (XʼΩ−1X)-1 XʼΩ−1Y = 

€ 

1.429
1.549
⎛ 

⎝ 
⎜ 

⎞ 

⎠ 
⎟ .

Comment: Well beyond what you will be asked on an exam!]

15 See Equation A6.10 in Pindyck and Rubinfeld. In the classical regression model this reduces to (

€ 

ε̂ ʻ

€ 

ε̂ )/(N-k-1),
as discussed in “Mahlerʼs Guide to Regression.”
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Exercise: Estimate σ2.

[Solution: 

€ 

^Y = 1.429 + 1.549 X = (2.978, 7.625, 15.370).

€ 

ε̂  = Y - 

€ 

^Y = (0.022, 0.375, -0.370).

€ 

ε̂ ʻ Ω−1 

€ 

ε̂  = (0.022, 0.375, -0.370) 

€ 

119 -34 -17
-34 20 2
-17 2 7

⎛ 

⎝ 

⎜ 
⎜ 
⎜ 

⎞ 

⎠ 

⎟ 
⎟ 
⎟ 
 

€ 

1
340  

€ 

0.022
0.375
-0.370

⎛ 

⎝ 

⎜ 
⎜ 
⎜ 

⎞ 

⎠ 

⎟ 
⎟ 
⎟ 
 = 0.00879.

An unbiased estimator of σ2 is given by: (

€ 

ε̂ ʻ Ω−1 

€ 

ε̂ ) / (N-k-1) = 0.00879 / (3 - 1 - 1) = 0.00879. ]

Exercise: Determine the variances and covariances of the fitted parameters.

[Solution: Cov[

€ 

~
β ] = σ2 (XʼΩ−1X)-1 = 0.00879 

€ 

7.857 0.7143
0.7143 0.6593
⎛ 

⎝ 
⎜ 

⎞ 

⎠ 
⎟  = 

€ 

0.0691 0.00628
0.00628 0.00580
⎛ 

⎝ 
⎜ 

⎞ 

⎠ 
⎟ .

Var[

€ 

α̂ ] = 0.0691.  Var[

€ 

^
β] = 0.00580.  Cov[

€ 

α̂ , 

€ 

^
β] = 0.00628.]

An Example, Fitting a Regression to Sales:16 

The annual sales for a firm for 35 years:
48, 40, 55, 156, 231, 233, 314, 460, 461, 419, 455, 535, 484, 616, 656, 714, 834, 936, 942, 
854, 862, 899, 892, 991, 1003, 1117, 1082, 1152, 1192, 1252, 1363, 1468, 1461, 1514, 1509.

A linear regression was fit (taking the first year as 1):

Estimate Standard Error t Statistic p-value 
Intercept 4.08067 22.0832 0.184786 85.4%
Slope 42.9479 1.06994 40.1406 1 x 10-29

While the intercept is not significantly different from zero, the slope is.

16 Data taken from Table 10.5 in A Second Course in Statistics, Regression Analysis, by Mendenhall and Sincich.
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Here is a graph of the data and the fitted line:

5 10 15 20 25 30 35
Year

500

1000

1500

Sales

The residuals are: 1, -50, -78, -20, 12, -29, 9, 112, 70, -15, -22, 16, -78, 11, 8, 23, 100, 159, 122, 
-9, -44, -50, -100, -44, -75, -4, -82, -55, -58, -41, 28, 90, 40, 50, 2.  A graph of the residuals:

5 10 15 20 25 30 35
Year

- 100

- 50

50

100

150

Residual
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A correlogram of these residuals:

The lag one autocorrelation of 0.591 is significant, as is that for lag five of -0.387.
Thus these residuals are not independent.

2016F-S-9Supplemnt,  Regression of Time Series HCM 9/10/16,  Page 14



A graph of the partial autocorrelations of these residuals:

Only the first partial autocorrelation is significant. Thus if the residuals follow an AR model, then it is of 
order one.17 

17 Based on the correlogram, the residuals follow an ARMA or ARIMA model more complicated than AR(1).
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Next I fit a line to the sales data using generalized least squares. I assumed an AR(1) correlation with 
α = 0.591.18 19 

Estimate Standard Error
Intercept 4.10758 47.2384 
Slope 42.9542 2.22515

This compares to what was obtained for the linear regression.

Estimate Standard Error
Intercept 4.08067 22.0832 
Slope 42.9479 1.06994

The estimated slopes and intercepts were very similar. However, the standard errors using 
generalized least squares were about twice those using linear regression.20  This is as we expected, 
since we have assumed that this time series is positively serially correlated.

Temperature Series Example:21 

Temperatures from 1970 to 2005 show an increasing trend.22 
A linear regression is fit versus time.
The intercept is -37.2100 and the slope is 0.01677.
A 95% confidence interval for the slope is: (0.0165, 0.0188).

However, the residuals of the regression are positively autocorrelated for shorter lags.23 
Thus the standard errors of the regression are underestimated, and the above confidence interval for 
the slope is too narrow.

Using instead generalized least squares, the confidence interval for the slope is: (0.0144, 0.0201),
wider than that for least squares.24 
18 sales<-c(48, 40, 55, 156, 231, 233, 314, 460, 461, 419, 455, 535, 484, 616, 656, 714, 834, 936, 942, 854, 862, 
899, 892, 991, 1003, 1117, 1082, 1152, 1192, 1252, 1363, 1468, 1461, 1514, 1509)
 library(nlme) gls(sales~Time,cor=corAR1(0.591))
19 0.591 was the first autocorrelation of the residuals of the least squares regression. 
Generalized Least Squares requires an assumed or estimated set of autocorrelations of the residuals.
I used an AR(1) form of the correlations for simplicity.
20 Thus we have wider confidence intervals for the parameters of the model. 
While in this case the slope is still significantly different than zero, in some other case the slope could now no longer 
be significantly different than zero for generalized least squares where it was for linear regression.
21 See Section 5.3.2 of Cowpertwait and Metcalfe.
22 See Figure 1.12 in Cowpertwait and Metcalfe.
23 See Figure 5.4 in Cowpertwait and Metcalfe, a correlogram of the residuals.
24 See Section 5.4.2 of Cowpertwait and Metcalfe.
 The correlations of the residuals is approximated as an AR(1) process with a lag 1 autocorrelation of 0.7.
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Seasonal Variables:

If a time series is seasonal, for example once a month, then one can add seasonal variables 
to the regression. In the case of monthly data, one would have a different intercept for each month of 
the year. In the case of daily data, one would have a different intercept for each day of the week.

For example, let us assume quarterly data (four times a year).
Let us assume additive seasonal factors of: s1 = 15, s2 = 19, s3 = 22, and s4 = 18.
Then a regression model might be: xt = 2t + st + zt,
where st depends on which quarter of the year we are in.
E[x1] = (2)(1) + 15 = 17.  E[x2] = (2)(2) + 19 = 23.  E[x3] = (2)(3) + 22 = 28.   
E[x4] = (2)(4) + 18 = 26.  E[x5] = (2)(5) + 17 = 27.  E[x6] = (2)(6) + 19 = 31. 
Here is graph of the fitted means:

5 10 15 20
quarters

20

30

40

50

60
mean of X

Of course, the observed values will differ from these means via zt, the error term.
For example, let us assume that zt follows an AR(1) process with α = 0.8.
Then given the model plus some observations, one can predict the future.
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Exercise: x19 = 57.8, and x20 = 56.1.  Predict x21 and x22.
[Solution: E[x19] = (2)(19) + 22 = 60.   E[x20] = (2)(20) + 18 = 58.
Thus the 19th residual is -2.8, while the 20th residual is -1.9.
Thus we predict z21 = (-1.9)(0.8) = -1.52.
E[x21] = (2)(21) + 15 = 57.  Thus we predict x21 as: 57 - 1.52 = 55.48.
We predict z22 = (-1.52)(0.8) = -1.216.
E[x22] = (2)(22) + 19 = 63.  Thus we predict x22 as: 63 - 1.216 = 61.784.]

Cowpertwait and Metcalfe fit a seasonal model with monthly variables to the temperature data for 
1970 to 2005.25  Slope = 0.0177, s1 = -34.9973, s2 = -34.9880, s3 = -35.0100, s4 = -35.0123, 
s5 = -35.0337, s6 = -35.0251, s7 = 35.0269, s8 = -35.0248, s9 = -35.0383, s10 = -35.0525, 
s11 = -35.0656, s12 = -35.0487. 
Here is a graph of the fitted mean temperatures from 1970 to 2005:

   

100 200 300 400
months

- 0.2

- 0.1

0.1

0.2

0.3

0.4

0.5

mean temperature

25 See Section 5.5.3  of Cowpertwait and Metcalfe. These are monthly global temperatures compared to the mean 
for the period 1961-1990. The first data point for the fitted model is January 1970 .
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Harmonic Seasonal Models:

If a time series is seasonal, one can instead add sine and cosine terms to the model.
These are called harmonic terms.

If the data is once a month, then such a model might be:

xt = 17 + 0.4 t + 0.3 sin[2πt/12] + 0.1 sin[4πt/12] + 0.2 cos[2πt/12] + zt.

For this model, the fitted mean at t = 9 is:26 
17 + (0.4)(9) + 0.3 sin[18π/12] + 0.1 sin[36π/12] + 0.2 cos[18π/12] = 
20.6 + (0.3)(-1) + (0.1)(0) + (0.2)(0) = 20.3.

Here is a graph of the fitted means for this model:
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Of course, the observed values will differ from these means via zt, the error term.

In general, one would need to determine how many harmonic terms are statistically significant, and 
thus should be included in the model. A harmonic seasonal model may thereby be able to use 
fewer parameters than a similar seasonal model as discussed previously.

26 One should have the calculator set to radians.
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Cowpertwait and Metcalfe fit a seasonal harmonic model with monthly variables to the temperature 
data for 1970 to 2005.27  
xt = -35.0164 + 0.01770 t + 0.0204 sin[t 2π] + 0.0162 sin[t 4π]. 

Here is a graph of the effect of the seasonality terms, shown over a two and a half year period:
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The two sine curves combine to create an interesting pattern.

27 See Section 5.6.3 of Cowpertwait and Metcalfe. These are monthly global temperatures compared to the mean for 
the period 1961-1990. The first data point for the fitted model is January 1970.
The authors use (time - mean[time]) / stddev[time]; I have converted back to time.
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Here is a graph of the fitted mean temperatures from 1970 to 2005:
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Cowpertwait and Metcalfe examined the residuals for their fitted model. The series of residuals is 
positively autocorrelated.28  They fit an AR(2) model to the series of residuals:
zt = 0.494 zt-1 + 0.307 zt-2 + wt.

One could use the fitted model, including the AR(2) model for zt, in order to predict the future.

28 See Figure 5.7 in Cowpertwait and Metcalfe. 

2016F-S-9Supplemnt,  Regression of Time Series HCM 9/10/16,  Page 21



Logarithmic Transformations:29

As was discussed in “Mahlerʼs Guide to Regression,” when there is exponential rather than linear 
growth, one can fit an exponential regression. One first takes the natural log of the quantity of interest, 
and then fits a linear regression.

Cowpertwait and Metcalfe fit a harmonic model to ln[number of air passengers].30 
The fitted model for ln[number of air passengers] is: 

xt = 5.57929784 + 0.42007281 

€ 

t -  1955
3.48  - 0.03738147 

€ 

t -  1955
3.48

⎛ 

⎝ 
⎜ 

⎞ 

⎠ 
⎟ 
2

 

+ 0.02808340 sin[t 2π] - 0.0.14718625 cos[t 2π] +  0.05906198 sin[t 4π] 
+ 0.05679838 cos[t 4π] - 0.02731199 sin[t 6π] - 0.03199718 sin[t 8π] 
+ 0.01111519 cos[t 8π] - 0.02126893 sin[t 10π]  + zt.

Here is a graph of the fitted model:
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29 See Section 5.7 of Cowpertwait and Metcalfe.
30 The air passenger data is shown in Section 1.4.1 of Cowpertwait and Metcalfe. It is in thousands of passengers.
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A correlogram of the residuals of the fitted model:31 

The residuals are positively correlated.32 The correlogram is consistent with an AR model.

31 See Figure 5.10 in Cowpertwait and Metcalfe.
32 Therefore, Cowpertwait and Metcalfe also fit a Generalized Least Squares model, and verify that the variables in 
the least squares model are significant.
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A partial autocorrelations of the residuals of the fitted model:33

The fact that the first partial autocorrelation is significant, while the others with the exception of the 13th 
and 14th are not significant, indicates that an AR(1) might be appropriate model for the residuals. 
Cowpertwait and Metcalfe fit an AR(1) model to the residuals and get α = 0.641.  However, the 
correlogram of this AR(1) model, has a significant autocorrelation at 12.  Since 12 is the number of 
months per year, this indicates that something more may be going on; the size of the seasonal 
effects may be stochastic.
33 See Figure 5.10 in Cowpertwait and Metcalfe.
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Nonlinear Models:34

In order to take logs, the times series must be positive.
If some of the values of a time series are negative, one can add a constant to the time series so that 
they are all positive; then one can take the log.

The resulting model is:35  
xt = -c0 + exp[α0 + α1t] + zt.

Cowpertwait and Metcalfe show how to simulate such a model and then fit such a model to this 
simulated data.36 

34 See Section 5.8 in Cowpertwait and Metcalfe.
Many additional regression models are discussed in “Mahlerʼs Guide to Regression.”
35 See equation 5.18 in Cowpertwait and Metcalfe.
36 The fitted c0 has to be greater than -min[xt].
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Forecasting From Regression:37

Cowpertwait and Metcalfe show how to use the R function “predict” to forecast future values of a 
time series based on a fitted model. Here is a graph for the harmonic model fit to the Air Passenger 
data, where the solid line is the data and the broken line is the predictions:38 

37 See Section 5.9 in Cowpertwait and Metcalfe.
38 See Figure 5.13 in Cowpertwait and Metcalfe
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Bias Correction:

Unbiasedness is not preserved under change of variables, unless the change of variables is linear.
For example, E[1/X] ≠ 1/E[X], and E[eX] ≠ exp[E[X]]. 

One can first take the natural log of the data prior to fitting a regression. Then one fits a regression to 
the log of the data, an exponential regression.39  Then one will take the exponential in order to get 
estimates from the fitted model. Thus these estimates are no longer unbiased.

If zt is Gaussian White Noise, in other words Normal with mean zero, then exp[zt] is LogNormal with 

mean exp[0 + σ2/2] = exp[σ2/2].  Therefore, in this case if an exponential regression is used to 
forecast, one can correct for the bias by multiplying the otherwise obtained forecast by a correction 
factor of exp[σ2/2].  The magnitude of the bias correction depends on the size of σ.

More generally if zt is not Gaussian White Noise, the empirical correction factor is: 

€ 

exp[zt] / n
t=1

n
∑ .

Exercise: One fits a regression to the natural logs of a 12 values of a Consumer Price Index.
The series of residuals for the fitted regression is:
 -0.01, 0, 0.05, -0.03, -0.02, -0.04, 0.04, -0.02, 0.03, 0.01, 0, -0.01.
The fitted value for the natural log of the Consumer Price Index for t = 13 is 4.8830.
Determine the estimated value of the Consumer Price Index for t = 13 including the empirical bias 
correction factor.

[Solution: 

€ 

exp[zt] / n
t=1

n
∑  = 

(e-0.01 + e0 + e0.05 + e-0.03 + e-0.04 + e0.04 + e-0.02 + e0.03 + e0.01 + e0  + e-0.01)/12 = 
1.00036.  exp[4.8830] 1.00036 = 132.074.
Comment: The bias correction has very little effect in this case.]

For the harmonic model fit to the air passenger data, the estimated standard deviation of the 
residuals is: 0.04837501.40  
The corresponding bias correction factor is: exp[0.048375012/2] = 1.001171.41  
The mean of the residuals is 1.001080; this is the empirical bias correction factor.42

39 See “Mahlerʼs  Guide to Regression”.
40 There are 144 data points and 11 fitted parameters, and thus there are: 144 - 11 = 133 degrees of freedom.
Thus the unbiased estimator of the variance has 133 in the denominator.
41 Matching page 118 of Cowpertwait and Metcalfe.
42 Matching page 118 of Cowpertwait and Metcalfe.
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Problems:

S1. (1 point) The regression model Yt = α + βXt + εt is fit to five different time series. 

Which of the following graphs of 

€ 

ε̂t−1 versus 

€ 

ε̂t , indicates negative autocorrelation?

A D

B E

  

C

2016F-S-9Supplemnt,  Regression of Time Series HCM 9/10/16,  Page 28



S2. (3 points) A seasonal model has been fit to quarterly data (four times a year).
The fitted model is: xt = 10t + st + zt.
s1 = 85, s2 = 69, s3 = 72, and s4 = 78.
zt follows an AR(2) process with α1 = 0.5 and α2 = -0.3.
x23 = 314.7, and x24 = 323.2.  Predict x26.
A. 327 B. 328 C. 329 D. 330 E. 331

S3. (2 points)  One fits a regression to the natural logs of a time series of 8 average severities.
The series of residuals for the fitted regression is:
0.4, 0, 0.5, 0, -0.2, -0.4, -0.2, -0.1.
The fitted value for the natural log of the severity for t = 9 is 7.9312.
Determine the estimated value of the severity for t = 9 including the empirical bias correction factor.
A. 2750 B. 2800 C. 2850 D. 2900 E. 2950

S4. (2 points) Determine which of the following statements are true.
I.  For time series regression, it is common that the residual series will be independent.
II.  For time series regression, for a negative serial correlation in the residual series, 

the confidence intervals for parameters using Generalized Least Squares will be narrower 
than those using least squares.

III. For a positively correlated series, a larger sample would be needed in order to achieve the same 
level of accuracy in estimating the mean than would be needed to achieve the same level of 
accuracy for a negatively correlated series.

A. I, II B. I, III C. II, III  D. All E. Not A, B, C, or D

S5. (2 points) Assume that for the residuals of a regression of a time series:
Var[zt] = 640, ρ1 = 0.7, ρ2 = 0.3, and ρ3 = -0.5.
Determine the variance of the average of 4 consecutive residuals of this regression of a time series.
A. 260 B. 280 C. 300 D. 320 E. 340

S6. (3 points) An harmonic seasonal model has been fit to a time series:
xt = 293 - 3t + 6 sin[2 π t / 12] - 8 cos[2 π t / 12] + zt,
where zt = 0.7 zt-1 + 0.5zt-2 + 0.2zt-3 + wt.

Some observed values of the time series are: x30 = 216.72, x31 = 205.33, x32 = 199.01.
Use the model to forecast x33.
A. 191 B. 192 C. 193 D. 194 E. 195
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S7. (2 points) A linear regression has been fit to a time series.
The following is a correlogram of the residuals:

Fully discuss the implications.
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S8. (11 points) With the aid of a computer, answer the following questions about a time series of 
student enrollments at the University of Iowa for 29 years:
14348, 14307, 15197, 16715, 18476, 19404, 20173, 20645, 20937, 21501, 
22788, 23579, 25319, 28250, 32191, 35584, 36366, 37865, 39173, 40119, 
39626, 39107, 39786, 41567, 43646, 43534, 44157, 44551, 45572.
(a) (2 points) Fit a linear regression, treating the first year as 1.
Determine the fitted parameters and their standard errors.
(b) (3 points) Graph the data and the fitted line.
(c) (2 points) Determine the residuals.
(d) (2 points) Determine the first autocorrelation of the residuals.
Use R to get a correlogram of the residuals.
(e) (2 points) Use R to fit a line using Generalized Least Squares.
Determine the fitted parameters and their standard errors.

S9. (5 points) Assume that for the errors of a regression of a time series:
Var[zt] = σ2, ρk = γk, for some constant |γ| < 1.
Determine the variance of the average of n consecutive errors of this regression of a time series.

Hint: 

€ 

(a +  k r) qk

k=1

n
∑  = 

€ 

a -  {a +  (n -1)r} qn

1 -  q  + r q 

€ 

1 -  qn - 1

(1 -  q)2  - a.
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S10. (2 points) A linear regression has been fit to a time series.
The following is a correlogram of the residuals:

Fully discuss the implications.
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Solutions to Problems:

S1. E.  In graph E, negative 

€ 

ε̂t−1 are more likely to be associated with positive 

€ 

ε̂t , and positive 

€ 

ε̂t−1 

are more likely to be associated with negative 

€ 

ε̂t .  

Points tend to be in the upper-left and lower-right quadrants, indicating negative autocorrelation. 
Comment: Graph A indicates positive autocorrelation.

S2. A.  E[x23] = (10)(23) + 72 = 302.   E[x24] = (10)(24) + 78 = 318.
Thus the 23rd residual is: 314.7 - 302 = 12.7, while the 24th residual is: 323.2 - 318 = 5.2.
Thus we predict z25 = (-0.3)(12.7) + (0.5)(5.2) = -1.21.
Thus we predict z26 = (-0.3)(5.2) + (0.5)(-1.21) = -2.165.
E[x26] = (10)(26) + 69 = 329.  Thus we predict x26 as: 329 - 2.165 = 326.835.

S3. D.    

€ 

exp[zt] / n
t=1

n
∑  = 

(e0.4 + e0 + e0.5 + e0 + e-0.2 + e-0.4 + e-0.2 + e-0.1)/8 = 1.04415.  
exp[7.9312] 1.04415 = 2905.6.

S4. C.   It is common and expected that the residual series will be autocorrelated.
Thus Statement 1 is false.
For negative serial correlation, Least Squares overestimates the standard errors, while Generalized 
Least Squares corrects this overestimate. Thus Statement 2 is true.
For a positive correlated series Var[

€ 

X ] > σ2/n, while for a negatively correlated series, Var[

€ 

X ] < σ2/n.
Thus statement 3 is true
Comment: See pages 97 to 99 in Chapter 5 of Introductory Times Series with R, 
by Paul S. P. Cowpertwait and Andrew V. Metcalfe.
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S5. E.  Var[

€ 

Z ] = Var[(z1 + z2 + z3 + z4)/4] = 
 (1/16) {Var[z1] + Var[z2] + Var[z3] + Var[z4] + 2Cov[z1, z2] + 2Cov[z1, z3] + 2Cov[z1, z4] 

+ 2Cov[z2, z3] + 2Cov[z2, z4] + 2Cov[z3, z4]} =
(640/16) {4 + (2)(3)(0.7) + (2)(2)(0.3) + (2)(1)(-0.5)} = 336.

Comment: Var[

€ 

Z ] = 

€ 

σ2

n  {1 + 2

€ 

(1 -  k / n) ρk
k=1 

n-1
∑ } = 

(640/4) {1 + (2)(1 - 1/4)(0.7) + (2)(1 -2/4)(0.3) + (2)(1 - 3/4)(-0.5)} = 336.
If the errors of a regression of a time series were instead independent, 
then Var[

€ 

Z ] = σ2/4 = 640/4 = 160.

S6. B.  

€ 

x̂30 = 293 + (-3)(30) + 6 sin[2 π 30 / 12] - 8 cos[2 π 30 / 12] 
= 203 + 6 sin[15.708] - 8 cos[15.708] = 211.00.
residual = observed - fitted = 216.72 - 211.00 = 5.72.

€ 

x̂31 = 293 + (-3)(31) + 6 sin[2 π 31 / 12] - 8 cos[2 π 31 / 12] 
= 200 + 6 sin[16.232] - 8 cos[16.232] = 203.92.
residual = observed - fitted = 205.33 - 203.92 = 1.41.

€ 

x̂32 = 293 + (-3)(32) + 6 sin[2 π 32 / 12] - 8 cos[2 π 32 / 12] 
= 197 + 6 sin[16.755] - 8 cos[16.755] = 195.81.
residual = observed - fitted = 199.01 - 195.81 = 3.20.
Thus we forecast z33 = (0.7)(3.20) + (0.5)(1.41) + (0.2)(5.72) = 4.09.
Forecast of x33 is: 293 + (-3)(33) + 6 sin[2 π 33 / 12] - 8 cos[2 π 33 / 12] + 4.09 = 
198.09 + 6 sin[17.279] - 8 cos[17.279] = 192.09. 
Comment: See Section 5.6 of Introductory Times Series with R, 
by Paul S. P. Cowpertwait and Andrew V. Metcalfe.
One needs to have the calculator set to radians rather than degrees. 
See the DRG or mode buttons.

S7.  The autocorrelations are positive and declining approximately geometrically.
This indicates the residuals may follow an AR(1) model.
In any case, since the first several autocorrelations are positive, a linear regression will underestimate 
the standard errors of the fitted parameters; the confidence intervals for the fitted parameters will be 
too narrow.
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S8. (a) Estimate Standard Error
Intercept 11633.5 817.772
Slope 1257.73 47.6125

(b) The data and the fitted least squares line:

5 10 15 20 25 30
Year
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30000

40000

50000
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(c) The residuals are: 1457, 158, -210, 51, 554, 224, -265, -1050, -2016, -2710, -2680, -3147, 
-2665, -992, 1692, 3827, 3351, 3592, 3643, 3331, 1580, -197, -775, -252, 569, -800, -1435, 
-2299, -2536.
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(d) r1 = 0.843. A correlogram of the residuals:

(e) Solely for simplicity I have assumed an AR(1) model for the residuals, with α = 0.843.
(Based on the correlogram, the residuals follow a more complicated model than AR(1).)

Estimate Standard Error
Intercept 13233.192 113763.6314
Slope 1115.143 198.9237

The estimated parameters are somewhat different than for least squares, but the estimated standard 
errors are much bigger.
Comment: Data taken from Table 3.11 in Statistical Methods of Forecasting, 
by Abraham and Ledolter.  The first data point is for academic year 1951/1952.
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S9. Var[

€ 

Z ] = 

€ 

σ2

n  {1 + 2

€ 

(1 -  k / n) ρk
k=1 

n-1
∑ } = 

€ 

σ2

n  {1 + 2

€ 

1 -  {1+  (n -1)(-1/ n)} γn
1 -  γ  + 2(-1/n)γ  

€ 

1 -  γn- 1

(1 -  γ)2  - 2} =

€ 

σ2

n  {2

€ 

1 -  γn / n 
1 -  γ  - (2/n)γ 

€ 

1 -  γn- 1

(1 -  γ)2  - 1} =

€ 

σ2

n  

€ 

1
(1 -  γ)2  {(2)(1 - γ)(1 - γn/n) - (2/n)γ  (1 - γn) - (1 - γ)2} =

€ 

σ2

n  

€ 

1
(1 -  γ)2  {2 - 2γ - 2γn/n + 2γn+1/n - 2γ/n + 2γn+1/n - 1 + 2γ - γ2} =

€ 

σ2

n  

€ 

1
(1 -  γ)2  {1 - γ2 - 2γ/n  2γn+1/n}.

Comment: For an AR(1) model, ρk = αk. 
I applied the hint with r = γ, a = 1, and r = -1/n.

As n approaches infinity, Var[

€ 

Z ] n/σ2 approaches 

€ 

1 -  γ2 
(1 -  γ)2 .

For example, for γ = 0.6, for n = 10: Var[

€ 

Z ] n/σ2 = 3.25453.

For γ = 0.6, for n = 1000: Var[

€ 

Z ] n/σ2 = 3.9925.

For γ = -0.6, for n = 10: Var[

€ 

Z ] n/σ2 = 0.265692.

For γ = -0.6, for n = 1000: Var[

€ 

Z ] n/σ2 = 0.250469.

S10.  The first autocorrelation is negative. The autocorrelations are alternating in sign and and their 
absolute value is declining approximately geometrically.
This indicates the residuals may follow an AR(1) model, with α < 0.
Therefore, a linear regression will overestimate the standard errors of the fitted parameters; the 
confidence intervals for the fitted parameters will be too wide.
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