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Where each question would go in my study guides:
1. Stochastic Models, Section 2
2. Stochastic Models, Section 12
3. Stochastic Models, Section 14
4. Stochastic Models, Section 10
5. Stochastic Models, Section 2
6. Reliability Theory, Section 6
7. Loss & Frequency Distributions, Section 18
8. Reliability Theory, Section 3
9. Reliability Theory, Section 2
10. Stochastic Models, Section 22
11. Stochastic Models, Section 24
12. Life Contingencies, Section 6
13. Life Contingencies, Section 4
14. Simulation, Section 12
15. Statistics, Section 6
16. Statistics, Section 35
17. Statistics, Section 33
18. Statistics, Section 14
19. Statistics, Section 29
20. Stochastic Models, Section 2
21. Statistics, Section 16
22. Statistics, Section 26
23. Statistics, Section 31
24. Generalized Linear Models, Section 5
25. Generalized Linear Models, Section 5
26. Statistical Learning, Section 7
27. Generalized Linear Models, Section 15
28. Generalized Linear Models, Section 15
29. Generalized Linear Models, Section 8
30. Statistical Learning, Section 2
31. Statistical Learning, Section 3
32. Regression, Section 13
33. Regression, Section 10
34. Statistical Learning, Section 6
35. Statistical Learning, Section 1
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36. Statistical Learning, Section 6
37. Regression, Section 19
38. Statistical Learning, Section 12
39. Generalized Linear Models, Section 5
40. Generalized Linear Models, Section 2
41. Time Series, Section 3
42. Time Series, Section 3
43. Time Series, Section 3
44. Time Series, Section 7
45. Time Series, Section 16
Out of a total of 45, the number of questions by study guide:1
Stochastic Models! !
!
!
Loss & Frequency Distributions!!
Statistics! !
!
!
!
!
Regression!
!
!
!
!
Generalized Linear Models!
!
Statistical Learning! !
!
!
Life Contingencies! !
!
!
Reliability Theory! !
!
!
Time Series! !
!
!
!
Simulation!
!
!
!
!
!

1

8!
1!
8!
3!
7!
7!
2!
3!
5!
1!

17.8%
2.2%
17.8%
6.7%
15.6%
15.6%
4.4%
6.7%
11.1%
2.2%!

The number of questions by topic varies somewhat from exam to exam.
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1. You are given the following information:
● The amount of time one spends in an IRS office is exponentially distributed with
! a mean of 30 minutes.
● P1 is the probability that John will spend more than an hour of total time in the IRS
office, given that he has already been in the office for 20 minutes.
● P2 is the probability that Lucy will spend more than an hour of total time in the
IRS office, given that she has just arrived.
Calculate the difference (P1 - P2)·
A. Less than 0.00
B. At least 0.00, but less than 0.05
C. At least 0.05, but less than 0.10
D. At least 0.10, but less than 0.15
E. At least 0.15
1. D. Due to the memoryless property of the Exponential Distribution, the future time
John spends is also Exponential with mean 30.
P1 = Prob[John waits more than 40 additional minutes] = e-40/30.
P2 = e-60/30.
Comment: IRS

P1 - P2 = e-4/3 - e-2 = 0.1283.
United States Internal Revenue Service.
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2. Insurance claims are made according to a Poisson process with rate λ.
Calculate the probability that exactly 3 claims were made by time t = 1,
given that exactly 6 claims are made by time t = 2.
A. Less than 0.3
B. At least 0.3, but less than 0.4
C. At least 0.4, but less than 0.5
D. At least 0.5, but less than 0.6
E. At least 0.6
2. B. Given there are 6 claims in total, each claim has an independent probability of 1/2
of occurring between t = 0 and t =1.
Prob[exactly 3 claims between t = 0 and t = 1] =
density at 3 of Binomial Distribution with n = 6 and q = 1/2:
⎛ 6 ⎞
3
3
3
3
⎜ 3 ⎟ (1/2) (1- 1/2) = (20) (1/2) (1/2) = 0.3125.
⎝
⎠

!
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3. The number of cars passing through the Lexington Tunnel follows a Poisson process
with rate:
⎧ 16 + 2.5t for 0 < t ≤ 8
⎪
⎪ 52 - 2t for 8 < t ≤ 12
!
λ(t) = ⎨
⎪ -20 + 4t for 12 < t ≤ 18
⎪⎩ 160 - 6t for 18 < t ≤ 24
Calculate the probability that exactly 50 cars pass through the tunnel between times
t = 11 and t = 13.
A. Less than 0.01
B. At least 0.01, but less than 0.02
C. At least 0.02, but less than 0.03
D. At least 0.03, but less than 0.04
E. At least 0.04
13

3. C.

12

13

∫ λ(t) dt = 11∫ 52 - 2t dt + 12∫ -20 + 4t dt = (52t - t2)]t=11 + (-20t +2t2)]t=12
t=12

t=13

11

= 29 + 30 = 59.
Therefore, the number of cars between t = 11 and t = 13 is Poisson with mean 59.
The density of this Poisson at 50 is: e-59 5950 / 50! = 0.0273.
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4. You are given the following information about flights on ABC Airlines:
● Flights are delayed at a Poisson rate of four per month.
● The number of passengers on each flight is independently distributed with mean of
100 and standard deviation of 50.
● Each passenger on a delayed flight is compensated with a payment of 200.
Calculate the standard deviation of the total annual compensation for delayed flights.
A. Less than 100,000
B. At least 100,000, but less than 125,000
C. At least 125,000, but less than 150,000
D. At least 150,000, but less than 175,000
E. At least 175,000
4. D. The number of delayed flights per year is Poisson with mean: (4)(12) = 48.
The second moment of the distribution of number of passengers per flight is:
1002 + 502 = 12,500.
Thus the variance of the aggregate number of passengers is: (48)(12,500) = 600,000.
The standard deviation of the total annual compensation is: 200 600,000 = 154,919.
Comment: Multiplying variable by a constant, such as 200, multiplies its standard
deviation by 200.
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5. You are given:
● Computer lifetimes are independent and exponentially distributed with a mean of
! 24 months.
● Computer I has been functioning properly for 36 months.
● Computer II is a brand new and functioning computer.
● Calculate the absolute difference between Computer I's failure rate and
!
Computer II's failure rate.
A. Less than 0.01
B. At least 0.01, but less than 0.02
C. At least 0.02, but less than 0.03
D. At least 0.03, but less than 0.04
E. At least 0.04
5. A. Due to the memoryless property of the Exponential, the failure rate is constant.
The failure rates are the same; the difference in failure rates is zero.
Comment: Both computers have a failure rate of 1/24.
A constant hazard rate is not a realistic model for computers.
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6. You are given the following information about a system of only two components:
● A and B are two independent components in a parallel system.
● TA and TB are the time-to-failure random variables of A and B, respectively.
● TA has the same distribution as the first waiting time of a Poisson process with rate
! λ = 1.
● TB has a constant hazard rate λB = 2.
● A and B start operation at the same time.
Calculate the expected time until the system fails.
A. Less than 1.00
B. At least 1.00, but less than 1.25
C. At least 1.25, but less than 1.50
D. At least 1.50, but less than 1.75
E. At least 1.75
6. B. Prob[system still functioning] =
Prob[1st functioning] + Prob[2nd functioning] - Prob[both functioning].
Thus, S(t) = e-t + e-2t - e-t e-2t = e-t + e-2t - e-3t.
Integrating, this survival function from zero to infinity, the expected time until the system
fails is: 1/1 + 1/2 - 1/3 = 1.167.
Alternately, we have a parallel system with two Exponential components with hazard
rates of 1 and 2; thus we want the expected value of the maximum of these two
independent Exponentials.
The similar series system has an expected time until the system fails which is the
minimum of these two Exponentials: 1 / (λ1 + λ2) = 1 / (1 + 2) = 1/3.
E[Min] + E[Max] = E[X1] + E[X2] = 1/1 + 1/2 = 3/2.
E[Max] = 3/2 - 1/3 = 1.167.
Alternately, as a special property of Exponentials: E[TB - TA | TB > TA] = 1/λB = 1/2.
Similarly, E[TA - TB | TA > TB] = 1/λA = 1/1 = 1.
Prob[TB > TA] = λA / (λA + λB) = 1/(1+2) = 1/3.
Prob[TA > TB] = λB / (λA + λB) = 2/(1+2) = 2/3.
E[Max] = E[Min] + E[TB-TA | TB > TA] Prob[TB > TA] + E[TA-TB | TA > TB] Prob[TA > TB]
= 1/3 + (1/2)(1/3) + (1)(2/3) = 7/6 = 1.167.
Comment: See Exercise 9.29 in Ross.
In general, S(t) = exp[-λ1t] + exp[-λ2t] - exp[-λ1t] exp[-λ2t].
Integrating S(t) from 0 to infinity, the expected time until the parallel system fails is:
1/λ1 + 1/λ2 - 1/(λ1+λ2) = {(λ1+λ2)/λ1 + (λ1+λ2)/λ2 - 1} / (λ1+λ2) =
{1 + λ2/λ1 + 1 + λ1/λ2 - 1} / (λ1+λ2) = 1/(λ1+λ2) + (λ2/λ1) / (λ1+λ2) + (λ1/λ2) / (λ1+λ2).
If λ1 = λ2, then this expected time becomes: 1/λ + 1/λ - 1/(2λ) = 1.5/λ.
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7. You are given the following information about an insurer:
● The amount of each loss is an exponential random variable with mean 2000.
● Currently, there is no deductible and the insurance company pays for the full amount
of each loss.
● The insurance company wishes to introduce a deductible amount, d, to reduce the
probability of having to pay anything out on a claim by 75%. The insurance
company only pays the amount per loss exceeding the deductible.
● The insurance company assumes the underlying loss distribution is unchanged after
the introduction of the deductible.
Calculate the minimum amount of deductible, d, that will meet the requirement of
having 75% fewer claims excess of deductible.
A. Less than 2,000
B. At least 2,000, but less than 2,300
C. At least 2,300, but less than 2,600
D. At least 2,600, but less than 2,900
E. At least 2,900
7. D. We want 75% of the loss sizes to be less than d.
Thus we want: 0.75 = 1 - e-d/2000. d = -2000 ln(1 - 0.75) = 2773.
Comment: Loss Elimination Ratio at x is: E[X ∧ x] / E[X].
For the Exponential Distribution: E[X ∧ x] / E[X] = θ (1 - e-x/θ) / θ = 1 - e-x/θ.
Thus using a deductible of 2773, we would also eliminate 75% of the dollars that would
have been paid.
In practical applications, the actuary worries that the introduction of the deductible may
change the underlying (first dollar) loss distribution; there may be a tendency for some
insureds to pad a claim.
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8. You are given a system of five independent components, with each component
having reliability of 0.90. Three-out-of-five of the components are required to function for
the system to function.
Calculate the reliability of this three-out-of-five system.
A. Less than 0.96
B. At least 0.96, but less than 0.97
C. At least 0.97, but less than 0.98
D. At least 0.98, but less than 0.99
E. At least 0.99
8. E. Prob[at least 3 components function] =
Prob[exactly 3 components function] + Prob[exactly 4 components function]
+ Prob[exactly 5 components function] =
⎛ 5 ⎞
⎛ 5 ⎞
3)(1 - 0.9)2 +
4
5
(0.9
⎜⎝ 2 ⎟⎠
⎜⎝ 1 ⎟⎠ (0.9 )(1 - 0.9) + 0.9 =
(10)(0.93)(0.12) + (5)(0.94)(0.1) + 0.95 = 0.99144.
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9. You are given the following system:

!
and the following statements:
I. {1,5} and {2,4} are minimal path sets.
II. {1,2} and {4,5} are minimal cut sets.
III. {1,3,5} and {2,3,4} are both minimal path sets and minimal cut sets.
Determine which of the above statements are correct.
A. None are correct
B. I and II only
C. I and III only
D. II and III only
E. The answer is not given by (A), (B), (C), or (D)
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9. B. The system functions if both components 1 and 5 function, but the system fails if
either component fails; thus {1, 5} is a minimal path set.
The system functions if both components 2 and 4 function, but the system fails if either
component fails; thus {2, 4} is a minimal path set.
Thus Statement I is true.
The system does not function if both components 1 and 2 fail and all components not in
the set function, but the system functions if either component 1 or 2 functions;
thus {1, 2} is a minimal cut set.
The system does not function if both components 4 and 5 fail and all components not in
the set function, but the system functions if either component 4 or 5 functions;
thus {4, 5} is a minimal cut set.
Thus Statement II is true.
The system functions if just 1 and 3 function, thus {1, 3, 5} is not a minimal path set.
The system functions if just 2 and 4 function, thus {2, 3, 4} is not a minimal path set.
If 1, 3, and 5 all fail to function, then the system still functions if 2 and 4 function,
so {1, 3, 5} is not a minimal cut set.
If 2, 3, and 4 all fail to function, then the system still functions if 1 and 5 function,
so {2, 3, 4} is not a minimal cut set.
Thus Statement III is not true. In fact, Statement III is totally false.
Comment: See Examples 9.8 and 9.9 in Introduction to Probability Models by Ross.
A minimal path set is such that the system functions if all of the components of the set
function, but the system would not function if any component in the set fails.
The minimal path sets are: {1,5}, {2,4}, {1, 3, 4}, {2, 3, 5}.
A minimal cut set is such that the system fails if all of the components of the set fail
while all of those not in the set function, but the system would function if any
component in the set functions.
The minimal cut sets are: { 1,2}, {4,5}, {1, 3, 4}, {2, 3, 5}.

!
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10. You are given the following Markov chain transition probability matrix:

!

⎛
⎜
⎜
P= ⎜
⎜
⎜
⎝

0.7
0.4
0.5
0.4
0.0

0.3
0.6
0.5
0.2
0.0

0.0
0.0
0.0
0.1
0.0

0.0
0.0
0.0
0.3
0.0

0.0
0.0
0.0
0.0
1.0

⎞
⎟
⎟
⎟.
⎟
⎟
⎠

Determine the number of classes of states in this Markov chain.
A. 1 ! !
B. 2 ! !
C. 3 ! !
D. 4 ! !
E. 5

!
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10. D. Number the states of the chain 1 to 5.
One can not reach state 5 from any of the other states, nor can you reach any other
state from state 5, thus state 5 is a class on its own.
One can not reach state 4 from any of the other states, thus state 4 is a class on its
own.
One can reach state 3 only from state 4; one could then never return to state 4, thus
state 3 is a class on its own.
One can go from state 1 to state 2 and then back to state 1; thus 1 and 2 are in the
same class.
The 4 classes are: {1, 2}, {3}, {4}, {5}.
Comment: The possible transitions, where I have left out remaining in a state:

State
1

State
2

State
3

State
5

State
4

!
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11. You are given the following information about a homogenous Markov chain:
⎛ u
v 0 ⎞
● P = ⎜ 1/3 1/3 w ⎟
⎜
⎟
⎜⎝ x
y z ⎟⎠
● The limiting probabilities of all three states are equal.
Calculate z.
A. Less than 0.35
B. At least 0.35, but less than 0.45
C. At least 0.45, but less than 0.55
D. At least 0.55, but less than 0.65
E. At least 0.65
11. E. Since each row of P adds to one, we know: v = 1- u, w = 1/3, and x = 1 - y - z.
We want πP = π, with π = (1/3, 1/3, 1/3).
⎛ u
1-u 0 ⎞
(1/3, 1/3, 1/3) ⎜ 1/3 1/3 1/3 ⎟ = (1/3, 1/3, 1/3).
⎜
⎟
⎜⎝ 1-y-z y
z ⎟⎠
Thus we have three equations:
u/3 + 1/9 + (1-y-z)/3 = 1/3.
(1-u)/3 + 1/9 + y/3 = 1/3.
1/9 + z/3 = 1/3. z = 2/3.
Comment: From each of the first and second equations: y = u - 1/3.
Thus any values of u and y = u - 1/3 will work provided: 0 ≤ y ≤ 1/3 and 1/3 ≤ u ≤ 2/3.

!
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12. You are given the following information:
● There are two individuals, age (45) and age (65).
● Using the Illustrative Life Table, the level premium for a whole life of 1 for age (45)
is calculated as P45.
● Using the Illustrative Life Table, the level premium for a whole life of 1 for age (65)
is calculated as P65.
Calculate the difference (P45 - P65).
A. Less than -0.04
B. At least -0.04, but less than -0.02
C. At least -0.02, but less than 0.00
D. At least 0.00, but less than 0.02
E. At least 0.02

A45
0.20120
=
= 0.01426.
45
a
14.1121
A
0.43980
P65 = 65 =
= 0.04444.
65
a
9.8969
P45 - P65 = 0.01426 - 0.04444 = -0.03018.
Comment: The cost of whole life for the 65 year old is more than the cost for the 45 year
old. Thus P45 - P65 < 0, eliminating choices D and E.
12. B. P45 =

!
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13. A company plans to offer a warranty on their product, which pays 1000 at the end of
the year of failure if their product fails within a certain number of years, N.
You are given the following information:
● The annual interest rate is 5%
● The rates of failure, q, for each year are given by the following table:
Age x

qx

0

0.01

1

0.03

2

0.10

3

0.15

4

0.30

● The length of the warranty, N, is set to be the largest number of years such that the
!
actuarial present value of the warranty is less than 200.
Calculate N.
A. 1! !
B. 2 ! !
C. 3 ! !
D. 4 ! !
E. 5
13. C. For a warranty that covers the first three years, the actuarial present value is:
(1000) {q0 v + q1 p1 v2 + q2 p2 v3} =
(1000) {0.01/1.05 + (0.03)(0.99)/1.052 + (0.10)(0.99)(0.97)/1.053} = 119.4 < 200.
For a warranty that covers the first four years, the actuarial present value is:
119.4 + (1000)(0.15)(0.99)(0.97)(0.90)/1.054 = 226.1 > 200.
Thus the largest possible number of years is N = 3.

!
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14. You are given the following simulation process to generate random variable X using
the rejection method:
● X has density function: f(x) = 12x(1 - x)2, for 0 < x < 1
● The rejection method is based on g(x) = 1, for 0 < x < 1
● The rejection procedure is as follows:
 Step 1: Generate independent random numbers Y and U,
! which are both uniform on (0,1).
 Step 2: If rejection function, h(Y), is true, stop and set X = Y.
! Otherwise return to Step 1.
Determine which of the following is a form of the rejection function h(Y).
27
A. U ≤
Y(1 - Y)2
4
27
B. U ≥
Y(1 - Y)
4
C. U ≤ 16 Y2 (1 - Y)2
27 2
D. U ≥
Y (1 - Y)2
4
E. The answer is not given by (A), (B), (C), or (D)
14. A. 0 = fʼ(x) = 12(1-x)2 - 24 x(1-x). x = 1 or 12(1-x) = 24x.

x = 1/3.

However, f(1) = 0.
Thus, the maximum of the density f(x) is: f(1/3) = (12)(1/3)(2/3)2 = 16/9.
Thus, (16/9) g(x) ≥ f(x), for all 0 ≤ x ≤ 1.
We take a random draw from g(x), which is Y a uniform from 0 to 1.
Take a uniform random U, and we accept Y if:
f(Y)
12 Y (1-Y)2
27
U≤
=
=
Y(1 - Y)2.
(16/9) g(Y)
(16/9) (1)
4
Comment: We have a Beta Distribution with a = 2, b = 3, and θ = 1.
(a+b-1)!
4! ⎛ 1 ⎞ 1 ⎛ 2 ⎞ 2
⎛ a-1 ⎞ a-1 ⎛ b-1 ⎞ b-1
The constant is: c =
=
⎜⎝
⎟⎠
⎜⎝
⎟⎠
⎜ ⎟ ⎜ ⎟ = 16/9.
(a-1)! (b-1)!
a+b-2
a+b-2
1! 2! ⎝ 3 ⎠ ⎝ 3 ⎠
In order simulate a Beta Distribution (with a > 1 and b > 1):
⎛ a-1 ⎞ a-1 ⎛ b-1 ⎞ b-1
1. Compute m = ⎜
⎜⎝
⎟ .
⎝ a+b-2 ⎟⎠
a+b-2 ⎠
2. Generate a pair (x, u) of independent random numbers, each uniformly distributed
!
on [0, 1].
3. Check whether m u ≤ xa-1 (1-x)b-1. If so accept x as a random draw from the
!
Beta Distribution. Otherwise return to Step 2.
⎛ 1⎞ 1 ⎛ 2 ⎞ 2
In this case m = ⎜ ⎟ ⎜ ⎟ = 4/27. Check whether: (4/27)u ≤ x2-1 (1-x)3-1.
⎝ 3⎠ ⎝ 3⎠

!
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15. You are given the following information:
● Loss severity follows an exponential distribution with mean of θ.
● Any loss over 10,000 will result in a claim payment of only 10,000 due to policy limits.
Otherwise claims are paid in full.
● You observe the following four claim payments:
!
1,000 !!
3,100 !!
7,500 !!
10,000
Calculate the maximum likelihood estimate of θ.
A. Less than 5,000
B. At least 5,000, but less than 6,000
C. At least 6,000, but less than 7,000
D. At least 7,000, but less than 8,000
E. At least 8,000
15. D. For the Exponential the maximum likelihood estimate of θ is the sum of the
(non-zero) payments divided by the number of uncensored payments:
(1000 + 3100 + 7500 + 10,000) / 3 = 7200.
Alternately, each uncensored claim contributes to the likelihood: f(x) = e-x/θ / θ.
Each censored claim contributes to the likelihood: S(10,000) = e-10000/θ.
Thus, the loglikelihood is:
(-1000/θ - lnθ) + (-3100/θ - lnθ) + (-7500/θ - lnθ) - 10,000/θ = -21,600/θ - 3lnθ.
Setting the partial derivative of the loglikelihood equal to zero:
0 = 21,600/θ2 - 3/θ. θ = 21,600/3 = 7200.

!

!

Solutions Spring 2018 CAS Exam MAS-1, ! HCM 5/15/18, ! Page 20

16. Suppose that a random draw is made from a normal distribution N(µ, σ2),
where σ is known to be 2.
The normal distribution density is given by:
!

f(x; µ, σ) =

1
σ

2π

e-

(x-µ)2
2σ 2

, -∞ < x < ∞

Calculate the Fisher information of µ.
A. Less than 0.2
B. At least 0.2, but less than 0.4
C. At least 0.4, but less than 0.6
D. At least 0.6, but less than 0.8
E. At least 0.8
16. B. ln f(x) = -ln(σ) - (1/2) ln(2π) - (x-µ)2 / (2σ2).
∂ lnf(x)
∂2 lnf(x)
= (x-µ) / σ2.
= -1/σ2.
∂µ
∂µ 2
Fisher Information of µ (for a sample of size one) is: -E[

∂2 lnf(x)
] = 1/σ2 = 1/22 = 1/4.
∂µ 2

Alternately, in this case, maximum likelihood is equal to method of moments.
Var[ µ̂ ] = Var[X] = σ2/n = 22/1 = 4.
Fisher Information of µ is: 1/Var[ µ̂ ] = 1/4.
Comment: For the Normal Distribution with both parameters varying:
∂ lnf(x)
∂2 lnf(x)
= -1/σ + (x-µ)2 / σ3.
= 1/σ2 - 3(x-µ)2 / σ4.
∂σ
∂σ 2
Fisher Information of σ (for a sample of size one) is:
∂2 lnf(x)
-E[
] = -1/σ2 + 3E[(x-µ)2] / σ4 = -1/σ2 + 3 σ2 / σ4 = 2/σ2.
∂σ 2

!
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17. You are given the following information:
● A random variable, X, is uniformly distributed on the interval (0, θ).
● θ is unknown.
● For a random sample of size n, an estimate of θ is Yn = max{X1, X2, ..., Xn}.
Determine which of the following is a consistent estimator of θ.
A. Yn
B. Yn / (n - 1)
C. Yn (n + 1)
D. Yn (n + 1) (n - 1)
E. Yn / (n + 1)
17. A. E[Yn] = θ n/(n+1). Thus Choice A is the only sensible estimator of θ.
Alternately, Yn = max{X1, X2, ..., Xn} is the maximum likelihood estimator of θ,
and is thus a consistent estimator of θ.
Alternately, Yn follows a Beta Distribution with a = n, b = 1, and θ.
a (a+1)
n (n+1)
n
Therefore, E[Yn2] = θ 2
= θ2
= θ2
.
(a+b) (a+b+1)
(n+1) (n+2)
n+2
Var[Yn] = θ 2

n
(n+1)2 - n(n+2)
n
- {θ (n/(n+1)}2 = θ 2 n
= θ2
.
2
2
n+2
(n+1) (n+2)
(n+1) (n+2)

The variance of Yn goes to zero as n goes to infinity.
The mean of Yn goes to θ as n goes to infinity, thus Yn is asymptotically unbiased.
Thus Yn is a consistent estimator of θ.
Comment: The details of the ordinals of samples from a distribution were no longer on
the syllabus, but the CAS asked this question anyway. A good example of why it may be
worthwhile to know the basics about ordinals.
For a sample of size n from a Uniform Distribution on 0 to θ, the rth ordinal follows
a Beta Distribution with a = r, b = n + 1 - r, and θ.

!
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18. A random sample of 10 screw lengths is taken. The sample mean is 2.5 and the
unbiased sample variance is 3.0. The underlying distribution is assumed to be normal.
You want to perform a test of the variance of screw lengths, σ2.
● Null hypothesis is !
H0: σ2 = 6
● Alternative hypothesis is !
H1: σ2 < 6
Determine the result of this hypothesis test.
A. Reject H0 at the 0.005 level
B. Reject H0 at the 0.010 level, but not at the 0.005 level
C. Reject H0 at the 0.025 level, but not at the 0.010 level
D. Reject H0 at the 0.050 level, but not at the 0.025 level
E. Do not reject H0 at the 0.050 level

(n-1) S2
18. E.
follows a Chi-Square distribution with n -1 degrees of freedom.
σ2
(10-1)(3)
The test statistic is:
= 4.5 with 9 degrees of freedom.
6
The alternative hypothesis is σ2 < 6; thus we reject when the sample variance is small.
(n-1) S2 (10-1)(3)
Prob[S2 ≤ 3] = Prob[
≤
= 4.5] =
σ2
6
distribution function at 4.5 for a Chi-Square with 9 degrees of freedom >
distribution function at 3.33 for a Chi-Square with 9 degrees of freedom = 5%.
Thus the p-value is greater than 5%, and thus we do not reject H0 at 5%.
Comment: Using a computer the p-value is 12.4%.
Here we need to use the lefthand half the Chi-Square Table.
The statistic of 4.5 is greater than the 5% critical value in the table of 3.33,
and thus we do not reject at 5%. If for example, the statistic had been instead 3, then
since 2.70 < 3 < 3.33, we would have rejected at 5% but not at 2.5%.

!
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19. Let X1,... , Xn be a random sample from a distribution with density function
f(x) =

2θ2
, where n is large.
(x+θ)3

You wish to test the hypothesis H0: θ = 1 against the hypothesis H1: θ ≠ 1.
You perform this test, and the null hypothesis is rejected at a 1% significance using the
Chi-squared approximation for the likelihood ratio test.
Let Λ be the likelihood ratio for this hypothesis test.
Calculate the maximum possible value of Λ.
A. Less than 0.01
B. At least 0.01, but less than 0.02
C. At least 0.02, but less than 0.03
D. At least 0.03, but less than 0.04
E. At least 0.04
19. D. The more general model has θ vary, while the special case has θ = 1.
The restriction is one dimensional, and the special case has one fewer parameter than
the more general case: zero parameters rather than one parameter.
Thus the test statistic is Chi-Square with one degree of freedom.
The 1% critical value for 1 degree of freedom is 6.63.
The test statistic is: 2 (max loglikelihood general case - max loglikelihood special case).
6.63 = 2 (max loglikelihood general case - max loglikelihood special case).
Λ=

maximum likelihood restricted case
= 1 / e6.63/2 = 0.0363.
maximum likelihood unrestricted case

We reject at 1% when Λ < 0.0363.
Comment: Personally, I dislike questions like this that test an arbitrary and unimportant
detail such as the definition of Λ, rather than just ask one to perform the statistical test;
did one remember the correct definition of Λ, or think it was the reciprocal.
Assuming it has domain x > 0, then f(x) is a Pareto Distribution with α = 2.

!
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20. You are given the following information:
● A random variable X follows a gamma distribution with parameters α = 0.6 and
! unknown θ.
● Null hypothesis is!!
!
H0: θ = 2000
● Alternative hypothesis is !

H1: θ > 2000

1
● n values of X will be observed and the null hypothesis is rejected if:
n

n

∑Xi > 1500
i=1

Calculate the minimum value of n which will result in a probability of Type I error of less
than 2.5%, using the normal approximation.
A. Less than 100
B. At least 100, but less than 105
C. At least 105, but less than 110
D. At least 110, but less than 115
E. At least 115
20. B. If H0 is true, the Gamma Distribution has mean: αθ = (0.6)(2000) = 1200.
If H0 is true, the Gamma Distribution has variance: αθ2 = (0.6)(20002) = 2.4 million.
Thus if H0 is true, X has mean 1200 and variance 2.4 million / n.
1500 - 1200
2.5% = Prob[Type I error | θ = 2000] = Prob[ X > 1500] = 1 - Φ[
].
2,400,000 / n

1500 - 1200
2,400,000 / n

= 1.960.

n = 102.4.

n must be at least 103.

!
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21. You would like to determine if coffee consumption varies by start time of job shifts.
A random sample of 400 adults were surveyed and the results are as follows:
Low

Medium

High

Total

Day

100

25

75

200

Night

25

125

50

200

Total

125

150

125

400

Calculate the value of Chi-square statistic used in this test.
A. Less than 60
B. At least 60, but less than 80
C. At least 80, but less than 100
D. At least 100, but less than 120
E. At least 120
21. D. Calculate the grid of expecteds:
Low

Medium

High

Total

Day

62.5

75

62.5

200

Night

62.5

75

62.5

200

Total

125

150

125

400

For example, (150)(200) / 400 = 75. For example, (125)(200) / 400 = 62.5.
(observed - expected)2
Chi-square statistic is
:
expected

∑

(100-62.5)2/62.5 + (25-75)2/75 + (75-62.5)2/62.5 + (25-62.5)2/62.5 + (125-75)2/75
! + (50-62.5)2/62.5 = 116.67.
Comment: There are (3-1)(2-1) = 2 degrees of freedom.
The p-value is: e-116.67/2 = 5 x 10-26.

!
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22. You are given the following information about samples from two populations:
● A random sample of size 8, X1, ... X8, was drawn from a normal population with
!

unknown mean μ1 and unknown variance σ12
s1

2

(xi - x)2
∑
=

!

!

!

unknown mean μ2 and unknown variance σ22 .

7
● A random sample of size 10, Y1, ... Y10, was drawn from a normal population with

!

!

s2

2

(yi - y)2
∑
=
9

● You want to test the null hypothesis H0: σ12 = σ22 against the alternative hypothesis
s 2
!
H1: σ12 < σ22 at a 5% significance level by using the statistic 1 .
s22
Calculate the boundary of the best critical region for the test.
A. Less than 1.5
B. At least 1.5, but less than 3.0
C. At least 3.0, but less than 4.5
D. At least 4.5, but less than 6.0
E. At least 6.0
22. A. Since H1: σ12 < σ22 , we put the larger variance in the numerator, and the

s 2
F-test statistic is 2 with 9 and 7 degrees of freedom.
s12
From the F-Table, the 5% critical value is 3.677.
s 2
s12
Thus we reject at 5% if 2 > 3.677.
< 1/3.677 = 0.272.
s12
s22
Comment: The survival function of the F-Distribution with 9 and 7 degrees of freedom is
5% at 3.677. Therefore, the distribution function of the F-Distribution with 7 and 9
degrees of freedom is 5% at 0.2727.

!
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23. You are given the following information:
● X, Y, and Z are independent random variables.
● X, Y, and Z follow exponential distributions with means 2, 4, and 5, respectively.
● A single observation is taken from each of the three random variables.
Calculate the probability that the maximum of the three observed values is less than 6.
A. Less than 0.20
B. At least 0.20, but less than 0.30
C. At least 0.30, but less than 0.40
D. At least 0.40, but less than 0.50
E. At least 0.50
23. E. Max[X, Y, Z] < 6.

X < 6 and Y < 6 and Z < 6.

The desired probability is: (1 - e-6/2) (1 - e-6/4) (1 - e-6/5) = 0.5159.
Comment: Prob[maximum < t] = (1 - e-t/2) (1 - e-t/4) (1 - e-t/5).
The survival function of the maximum is: S(t) = 1 - (1 - e-t/2) (1 - e-t/4) (1 - e-t/5)
= e-t/2 + e-t/4 + e-t/5 - e-t/2 e-t/4 - e-t/2 e-t/5 - e-t/4 e-t/5 + e-t/2 e-t/4 e-t/5
= e-t/2 + e-t/4 + e-t/5 - e-0.75t - e-0.7t - e-0.45t + e-0.95t.
Integrating the survival function from zero to infinity, the expected value of the maximum
is: 2 + 4 + 5 - 1/0.75 - 1/0.7 - 1/0.45 + 1/0.95 = 7.0685.

!
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24. You are given the following output from a model constructed to predict the
probability that a Homeowner's policy will retain into the next policy term:
!
Response variable ! !
!
retention
!
Response distribution !
!
binomial
!
Link ! !
!
!
!
square root
!
Pseudo R2 ! !
!
!
0.6521
Parameter!

!

!

!

df !

!

β̂

Intercept !

!

!

!

1!

!

0.6102

Tenure !
!
< 5 years ! !
≥ 5 years ! !

!
!
!

!
!
!

0!
1!

!
!

0.0000
0.1320

Prior Rate Change
< 0% !!
!
!
[0%,10%] ! !
!
> 10% !
!
!

!
!
!

1!
0!
1!

!
!
!

0.0160
0.0000
-0.0920

1!

!

0.0015

Amount of Insurance (000's) !

Let π̂ be probability that a policy with 4 years of tenure that experienced
a 12% prior rate increase and has 225,000 in amount of insurance will retain into
the next policy term.
Calculate the value of π̂ .
A. Less than 0.60
B. At least 0.60, but less than 0.70
C. At least 0.70, but less than 0.80
D. At least 0.80, but less than 0.90
E. At least 0.90
24. C. Xβ = 0.6102 + 0 - 0.0920 + (225)(0.0015) = 0.8557.
π̂ = (Xβ)2 = 0.85572 = 0.7322.
Comment: For the square root link function, g(μ) = µ .

µ = Xβ.

μ = (Xβ)2.

It would be unusual to use the square root link function in this situation as opposed to
for example the logit link function, since there is no guarantee that the estimated
probability would be at most one.
Pseudo R2 is the proportional improvement in loglikelihood for the fitted model
compared to the minimal model; the bigger the better.

!
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25. Three separate GLMs are fit using the following model form:
!
g(Y) = β0 + β1 X1 + β2 X2
The following error distributions were used for the three GLMs.
Each model also used their canonical link functions:
!
Model I: gamma
!
Model II: Poisson
!
Model III: binomial
When fit to the data, all three models resulted in the same parameter estimates:

β̂0

2.0

β̂1

1.0

β̂2

-1.0

Determine the correct ordering of the models' predicted values at observed point
(X1, X2) = (2, 1).
A. I < II < III
B. I < III < II
C. II < I < III
D. II < III < I
E. The answer is not given by (A), (B), (C), or (D)
25. B. Xβ = 2 + (2)(1) + (1)(-1) = 3.
The Gamma has the inverse as its canonical link function.
1/ (Xβ) = 1/3.
The Poisson has the log as its canonical link function.
exp[Xβ] = e3 = 20.09.
The Binomial has the logit as its canonical link function.
exp[Xβ] / {1 + exp[Xβ]} = e3 / (1 + e3) = 0.9526.
1/3 < 0.9525 < 20.09. Thus the correct ordering is: I < III < II.
Comment: It is very unrealistic that using three different distributional forms would result
in the same parameter estimates.
The Normal has the identity as its canonical link function.

!
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26. You are given the following daily temperature readings, which are modeled as a
function of two independent variables:
Independent Variables
Observation

Temperature

X1

X2

1

5

4

6

2

10

8

2

● The data set consists of only these two observations.
● The first principal component loading for X1, φ11, is 0.750.
● The first principal component loading for X2, φ21, is positive.
Calculate the principal component score for Observation 1.
A. Less than 0.00
B. At least 0.00, but less than 0.20
C. At least 0.20, but less than 0.40
D. At least 0.40, but less than 0.60
E. At least 0.60
26. A. The length of the first principal component vector is one:
0.7502 + φ212 = 1. Since φ21, is positive, φ21 = 0.6614.
The mean of the values for X1 is: (4 + 8)/2 = 6.
Thus in deviations form x1 = (4 - 6 = -2, 8 - 6 = 2).
The mean of the values for X2 is: (6 + 2)/2 = 4.
Thus in deviations form x2 = (6 - 4 = 2, 2 - 4 = -2).
Thus the principal component score for Observation 1 is:
φ11 (X11 - X 1) + φ21 (X21 - X 2) = (0.750) (-2) + (0.6614)(2) = -0.1772.
Comment: The principal component score for Observation 2 is:
φ11 (X12 - X 1) + φ21 (X22 - X 2) = (0.750) (2) + (0.6614)(-2) = 0.1772.
If one first standardizes the centered vectors, so that each vector has standard
1
1
deviation of one, then the first principal component turns out to be: (
,).
2
2
(There is an always an arbitrary factor of -1 one can multiply by.)
If instead one does not standardizes the centered vectors, (-2, 2) and (2, -2), then since
they are of the same length, one gets the same result as when one standardizes.
In neither case, is φ11 equal to 0.750 as stated in the question..

!
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27. You are given the following information about an insurance policy:
● The probability of a policy renewal, p(X), follows a logistic model with an intercept and
one explanatory variable.
● β0 = 5
● β1 = -0.65
Calculate the odds of renewal at x = 5.
A. Less than 2
B. At least 2, but less than 4
C. At least 4, but less than 6
D. At least 6, but less than 8
E. At least 8
27. C. Xβ = 5 + (-0.65)(5) = 1.75.
The odds are: e1.75 = 5.75.
Alternately, for the logistic model: π̂ = e1.75 / (1 + e1.75) = 0.852.
The odds are: π̂ / (1 - π̂ ) = 0.852 / (1 - 0.852) = 5.75.
Comment: We have estimated that the probability of renewal is 5.75 times the
probability of a nonrenewal.

!
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28. You are given the following information:
● A statistician uses two models to predict the probability of success, π, of a binomial
random variable.
● One of the models uses a logistic link function and the other uses
! a probit link function.
● There is one predictor variable, X, and an intercept in each model.
● Both models happen to produce same coefficient estimates β̂0 = 0.02 and β̂1 = 0.3.
● You are interested in the predicted probabilities of success at x = 4.
Calculate the absolute difference in the predicted values from the two models at x = 4.
A. Less than 0.1
B. At least 0.1, but less than 0.2
C. At least 0.2, but less than 0.3
D. At least 0.3, but less than 0.4
E. At least 0.4
28. B. Xβ = 0.02 + (4)(0.3) = 1.22.
For the logistic model: π̂ = e1.22 / (1 + e1.22) = 0.7721.
For the probit link function: π̂ = Φ[1.22] = 0.8888.
|0.7721 - 0.8888| = 0.1167.
Comment: The question should have said ”logit link” rather “logistic link”.
It would be very unusual for the two models to produce the same coefficient estimates.
For the complimentary log-log link function with the same coefficient estimates:
π̂ = 1 - exp[-exp[1.22]] = 0.9662.
Due to the form of each of these three link functions, π̂ will always be between 0 and 1,
as it should be.

!
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29. You are given the following statements relating to deviance of GLMs:
I. Deviance can be used to assess the quality of fit for nested models.
II. A small deviance indicates a poor fit for a model.
III. A saturated model has a deviance of zero.
Determine which of the above statements are true.
A. None are true
B. I and II only
C. I and III only
D. II and III only
E. The answer is not given by (A), (B), (C), or (D)
29. C. Statement I is True. See page 85 of Dobson and Barnett.
A small deviance indicates a good fit for a model. Statement II is False.
The Deviance is defined as:
2 {(loglikelihood for the saturated model) - (loglikelihood for the fitted model)}.
Thus by definition, a saturated model has a deviance of zero. Statement III is True.
Comment: As discussed in Section 5.7 of Dobson and Barnett, for nested models, if the
null hypothesis of the simpler model is true, then the difference in the deviances follows
a Chi-Square Distribution with degrees of freedom equal to the difference in the number
of parameters of the two models.
The more general model will always fit better than its special case, and thus the more
general model will always have the smaller deviance; we are interested in whether this
difference in deviances is statistically significant.

!
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30. You are considering using k-fold cross-validation (CV) in order to estimate the test
error of a regression model, and have two options for choice of k:
● 5-fold CV
● Leave-one-out CV (LOOCV)
Determine which one of the following statements makes the best argument for choosing
LOOCV over 5-fold CV.
A. 1-fold CV is usually sufficient for estimating the test error in regression problems.
B. LOOCV and 5-fold CV usually produce similar estimates of test error, so the simpler
model is preferable.
C. Running each cross-validation model is computationally expensive.
D. Models fit on smaller subsets of the training data result in greater overestimates of
the test error.
E. Using nearly-identical training data sets results in highly-correlated test error
estimates.
30. D. Presumably “1-fold CV” would involve “dividing” the original set into one piece; in
other words there would be no test set with which to estimate the test error.
Even if the question had instead said “5-fold CV”, statement A would not be found
anywhere in the textbook.
Statement B is not found anywhere in the textbook.
Statement C is true, but would be a reason to use 5-fold CV rather than LOOCV,
since in the latter case one has to run the model n times rather than 5 times.
Statement D is true, and would be a reason to use LOOCV rather than
5-fold CV, since in the former case the model is fit to n-1 data points rather than
n4/5 data points.
Statement E is true, but would be a reason to use 5-fold CV rather than LOOCV,
since in the latter case the test sets are nearly identical, differing by only 2 data
points.
Comment: From Section 5.2.4 of An Introduction to Statistical Learning:
“LOOCV will give approximately unbiased estimates of the test error, since each training
set contains n − 1 observations, which is almost as many as the number of observations
in the full data set.”
“It turns out that LOOCV has higher variance than does k-fold CV with k < n.”
LOOCV n-fold cross validation.
Note from Section 5.2.2 of An Introduction to Statistical Learning:
“With least squares linear or polynomial regression, an amazing shortcut makes the
cost of LOOCV the same as that of a single model fit!”
This special shortcut lends some support to choice C.

!
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31. You are given a random sample of four observations from a population:
!
{1, 3, 10, 40}
and would like to calculate the standard error of an estimate of the mean of the
population using a bootstrap procedure.
Your calculation is based on only two bootstrapped data sets.
Calculate the maximum possible value of your standard error estimate.
A. Less than 10
B. At least 10, but less than 20
C. At least 20, but less than 30
D. At least 30, but less than 40
E. At least 40
31. C. The set {1, 1, 1, 1} has the smallest possible mean: 1.
The set {40, 40, 40, 40} has the largest possible mean: 40.
If these were the two random sets, then the bootstrap estimate of the standard error
would be the sample standard deviation of (1, 40):
(1 - 20.5)2 + (40 - 20.5)2
= 27.58.
2-1
Comment: The minimum possible estimate of the standard error is zero; this would
occur if the two simulated sets were the same and thus had the same mean.
We would usually simulate many random sets with replacement from the original set,
rather than just two. I ran 10,000 bootstrap simulations, and the resulting estimate of the
standard error was 7.86.
It turn out that in general, applying bootstrapping to the usual estimator of the mean with
a data set of size n, running many simulations the estimated mean squared error is
(E[X2] - E[X]2) / n. In this case, the resulting estimated standard error is:
245.25/4 = 7.83, close to what I got when I ran many simulations.
In this case, instead one could just list all 44 = 256 possible sets.
There is no need to use bootstrapping in this case, since Var[ X ] = Var[X] / N.
The sample variance of the given data is 327.
Thus we estimate the standard deviation of X as: 327/4 = 9.04.

!
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32. Two different data sets were used to construct the four regression models below.
The following output was produced from the models:
Data Set

A

B

Model

Dependent
variable

Independent
variables

Total Sum
of
Squares

Residual
Sum of
Squares

1

YA

XA1, XA2

35,930

2,823

2

XA1

XA2

92,990

7,070

3

YB

XB1, XB2

27,570

13,240

4

XB1

XB2

87,020

34,650

Determine which one of the following statements best describes the data.
A. Collinearity is present in both data sets A and B.
B. Collinearity is present in neither data set A nor B.
C. Collinearity is present in data set A only.
D. Collinearity is present in data set B only.
E. The degree of collinearity cannot be determined from the information given.
32. C. For Model 2, the regression of XA2 on XA1, R2 = 1 - 7070/92,990 = 0.924.
Thus XA2 and XA1 are highly correlated; collinearity is present in data set A.
Note that the Variance Inflation Factor (VIF) is: 1/(1 - 0.924) = 13.16.
This is greater than both 5 and 10, indicating that collinearity is present in data set A.
For Model 4, the regression of XB2 on XB1, R2 = 1 - 34,650/87,020 = 0.602.
Thus XB2 and XB1 are not highly correlated; collinearity is not present in data set B.
Note that the Variance Inflation Factor (VIF) is: 1/(1 - 0.602) = 2.51.
This is less than 5, indicating that collinearity is not present in data set B.
Comment: This exam question would have been better if it instead asked whether
“collinearity was likely to create difficulties”
rather than whether “collinearity was present”.
An Introduction to Statistical Learning at pages 101-102:
“As a rule of thumb, a VIF value that exceeds 5 to 10 indicates a problematic amount of
collinearity.”
An Introduction to Generalized Linear Models at page 102:
“It is suggested, by Montgomery et. al. (2006) for example, that one should be
concerned if VIF > 5.”
Residual Sum of Squares Error Sum of Squares.
Model 1 has an R2 of: 1 - 2823/35,930 = 0.921.
Model 3 has an R2 of: 1 - 13,240/27,570 = 0.520.

!
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33. Consider a multiple regression model with an intercept, 3 independent variables and
13 observations. The value of R2 = 0.838547.
Calculate the value of the F-statistic used to test the hypothesis
H0: β1 = β2 = β3 = 0.
A. Less than 5
B. At least 5, but less than 10
C. At least 10, but less than 15
D. At least 15, but less than 20
E. At least 20
33. D. Where k is the number of slopes (excluding the intercept),
R2 N - k - 1
0.838547 13 - 3 -1
F=
=
= (5.1938) (3) = 15.58.
2
1-R
k
1 - 0.838547
3
Alternately, assume for example that the total variance is 1 million.
Then the Regression Sum of Squares (or Model Sum of Squares) is:
(1 million)(0.838547) = 838,547.
This has degrees of freedom equal to the number of independent variables 3.
Then the Error Sum of Squares (or Residual Sum of Squares) is:
(1 million)(1 - 0.838547) = 161,453.
This has degrees of freedom equal to: 13 - 1 - 3 = 9.
(Due to the intercept, the sum of these degrees of freedom is: 13 - 1 = 12.)
838,547 / 3
Thus the F-Statistic is:
= 15.58.
161,453 / 9
Comment: This F-statistic has 3 and 9 degrees of freedom.
Consulting the F-Table, 15.58 > 6.992, thus we reject the null hypothesis at 1%.
Using a computer, the p-value is 0.07%.

!

!
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34.
You are estimating the coefficients of a linear regression model by minimizing the sum:
p
p
n ⎛
⎞2
⎜
⎟
!
yi - β0 βjxij
subject to
β2 ≤ s.
⎜
⎟
⎠
i=1 ⎝
j=1
j=1

∑

∑

∑

From this model you have produced the following plot of various statistics as a
function of the budget parameter, s:

Determine which of the following statistics X and Y represent.
A. X = Squared Bias, Y = Test MSE
B. X = Test MSE, Y = Variance
C. X = Training MSE, Y = Squared Bias
D. X = Training MSE, Y = Variance
E. X = Variance, Y = Training MSE
34. A. This is one way to write ridge regression; see Equation 6.9 in
An Introduction to Statistical Learning.
As s increases we have more flexibility and thus more effective degrees of freedom.
Y is the general behavior of the Test MSE, it first decreases and after reaching a
minimum then increases.
X is the behavior of either the Training MSE or the Squared Bias: decreasing as the
effective degrees of freedom increase.
Comment: See the righthand panel of Figure 6.5 in
An Introduction to Statistical Learning.
The variance would increase as the effective degrees of freedom increase.

!

!
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35. You are given the following three statistical learning tools:
I. Cluster Analysis
II. Logistic Regression
III. Ridge Regression
Determine which of the above are examples of supervised learning.
A. None are examples of supervised learning
B. I and II only
C. I and III only
D. II and III only
E. The answer is not given by (A), (B), (C), or (D)
35. D. In supervised learning we wish to fit a model that relates the response to the
predictors; Logistic Regression and Ridge Regression are examples.
In contrast, in unsupervised learning there is no associated response; we lack a
response variable that can supervise our analysis. Cluster analysis is an example of
unsupervised learning.
Comment: See Section 2.4.1 in An Introduction to Statistical Learning.
Cluster Analysis is discussed in Section 10.3 of An Introduction to Statistical Learning,
not on the syllabus of this exam. In Cluster Analysis, one groups data points into
clusters based on some criterion.

!
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36. For a set of data with 40 observations, 2 predictors (X1 and X2), and one
response (Y), the residual sum of squares has been calculated for several different
estimates of a linear model with no intercept. Only integer values from 1 to 5 were
considered for estimates of β1 and β2
The grid below shows the residual sum of squares for every combination of the
parameter estimates, after standardization:

β̂2

β̂1

1

2

3

4

5

1

2,855.0

870.3

464.4

357.2

548.6

2

1,059.1

488.4

216.3

242.8

567.9

3

657.0

220.0

81.6

241.9

700.8

4

368.4

65.1

60.5

354.5

947.1

5

193.2

23.7

152.8

580.6

1,307.0

Let:
L

!

β̂1 = Estimate of β1 using a lasso with budget parameter s = 5

!

β̂2 = Estimate of β2 using a lasso with budget parameter s = 5

L

L

L

Calculate the ratio β̂1 / β̂2 .
A. Less than 0.5
B. At least 0.5, but less than 1.0
C. At least 1.0, but less than 1.5
D. At least 1.5, but less than 2.0
E. At least 2.0

!
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36. B. One way to write the lasso is to minimize the residual sum of squares subject to
p

∑|βj| ≤ s; see Equation 6.8 in An Introduction to Statistical Learning.
j=1

Thus in this case, we are restricted to: |β1| + |β2| ≤ 5.
Here are the allowed combinations of betas:

β̂2

β̂1

1

2

3

4

1

2,855.0

870.3

464.4

357.2

2

1,059.1

488.4

216.3

3

657.0

220.0

4

368.4

5

5
The minimum residual sum of squares subject to this restriction is for
L

L

β̂1 = 2 and β̂2 = 3. β̂1 / β̂2 = 2/3.
Comment: The lasso and ridge regression usually include an intercept; I do not know
why this exam question specified a model without an intercept.
If there were an intercept, it would not be included in either the penalty term or in the
budgetary constraint term.

!
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37. You fit a linear model using the following two-level categorical variables:
⎧ 1 if Account
!
!
!
X1 = ⎨
⎩⎪ 0 if Monoline
!

!

!

⎧⎪ 1 if Multi-Car
X2 = ⎨
0 if Single Car
⎩⎪

with the equation: E(Y) = β0 + β1X1 + β2X2 + β3X1X2.
This model produced the following parameter estimates:
!
β̂0 = -0.10. ! β̂1 = -0.25.! β̂2 = 0.58! β̂ 3 = - 0.20
Another actuary modeled the same underlying data, but coded the variables differently
as such:
⎧ 0 if Account
!
!
!
Z1 = ⎨
⎩⎪ 1 if Monoline
!

!

!

⎧⎪ 0 if Multi-Car
Z2 = ⎨
1 if Single Car
⎩⎪

with the equation: E(Y) = α0 + α1Z1 + α2Z2 + α3Z1Z2.
Afterwards you made a comparison of the individual parameter estimates in the two
models. Calculate how many pairs of coefficient estimates ( α̂i , β̂i ) switched signs,
and how many pairs of estimates stayed identically the same, when results of the two
models are compared.
A. 1 sign change, 0 identical estimates
B. 1 sign change, 1 identical estimate
C. 2 sign changes, 0 identical estimates
D. 2 sign changes, 1 identical estimate
E. The answer is not given by (A), (B), (C), or (D)

!
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37. E. Assuming we are fitting via least squares, then since we have 4 parameters and
only 4 cells of data, the fitted value in each cell will be its observed mean.
(See my Comment.)
The fitted values for Model 1 and thus the observed means are:
Multi-Car

Single Car

Account

-0.10 + (-0.25) + 0.58 + (-0.20) = 0.03

-0.10 + (-0.25) = -0.35

Monoline

-0.10 + 0.58 = 0.48

-0.10

Thus in order for the fitted values for the second model to match these observed
means, we must have:
α̂ 0 = 0.03.
α̂ 0 + α̂ 1 = 0.48.
α̂ 1 = 0.45.

α̂ 0 + α̂ 2 = -0.35.

α̂ 2 = -0.38.

α̂ 0 + α̂ 1 + α̂ 2 + α̂ 3 = -0.10.

α̂ 3 = -0.20.

A comparison of the fitted parameters for the two models:
!
β̂0 = -0.10. ! α̂ 0 = 0.03.! sign change
!

β̂1 = -0.25.! α̂ 1 = 0.45.!

!

β̂2 = 0.58!

α̂ 2 = -0.38! sign change

!

β̂ 3 = -0.20!

α̂ 3 = -0.20! identical

sign change

There are 3 sign changes and 1 identical estimate.
Comment: An unusual question.
Assuming the errors are Normally distributed, least squares is equal to maximum
likelihood.
The estimates using either model are the same; the models only differ in how we define
the dummy variables.
If one has a two-way ANOVA setup, and one includes all possible interaction terms in a
linear model, then fitting via least squares results in the saturated model, where the
estimates equal the mean of each cell. See Equation 6.9 in Dobson & Barnett.
One can prove as follows this least squares result, which I used in my solution.

!
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For the situation in the exam question, let us label the cells:
Multi-Car

Single Car

Account

K

L

Monoline

M

N

Then for example for model 1, the squared error is:

∑(Yi - β0 - β1 - β2 - β3)2 + ∑(Yi - β0 - β1)2 + ∑(Yi - β0 - β2)2 + ∑(Yi - β0)2 .
K

L

M

N

Setting the partial derivative with respect to β0 equal to zero:
0 = -2{

∑(Yi - β0 - β1 - β2 - β3) + ∑(Yi - β0 - β1) + ∑(Yi - β0 - β2) + ∑(Yi - β0) }.
K

L

M

N

Setting the partial derivative with respect to β1 equal to zero:
0 = -2{

∑(Yi - β0 - β1 - β2 - β3) + ∑(Yi - β0 - β1) }.
K

L

Setting the partial derivative with respect to β2 equal to zero:
0 = -2{

∑(Yi - β0 - β1 - β2 - β3) + ∑(Yi - β0 - β2) }.
K

M

Setting the partial derivative with respect to β3 equal to zero:
0 = -2

∑(Yi - β0 - β1 - β2 - β3) .
K

From the last equation: β0 + β1 + β2 + β3 = mean of cell K.
From the last two equations: 0 =

∑(Yi - β0 - β2) }.

β0 + β2 = mean of cell M.

M

From the 2nd and last equations: 0 =

∑(Yi - β0 - β1) }.

β0 + β1 = mean of cell L.

L

Finally, plugging all of this into the first equation:

∑(Yi - β0) = 0.
N

β0 = mean of cell K.
Thus as stated, the estimates for each cell are equal to that cellʼs observed mean.

!

!
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38. You are given the following data and want to perform a piecewise polynomial
regression with knots at X = {20, 40, 60, 80}.

Determine which of the following models will use the most degrees of freedom.
A. Cubic Spline
B. Linear Spline
C. Natural Cubic Spline
D. Piecewise Cubic Regression
E. Piecewise Linear Regression

!

!
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38. D. A cubic spline has more degrees of freedom than an otherwise similar natural
cubic spline, since the latter has added constraints.
A cubic spline has more degrees of freedom than an otherwise similar linear spline,
since the former also includes squared and cubed terms.
A piecewise cubic regression has more degrees of freedom than an otherwise similar
cubic spline, since the latter has constraints at the knots.
A piecewise cubic regression has more degrees of freedom than an otherwise similar
piecewise linear regression, since the former also includes squared and cubed terms.
Thus the piecewise cubic regression has the most degrees of freedom, in other words
uses the most parameters.
Comment: The answer does not depend on the data, the number of knots, or the
location of the knots, provided all of the models use the same knots.
The piecewise linear regression fits a separate linear regression to the data in each
interval. In this case there are 5 intervals, so there are: (5)(2) = 10 degrees of freedom.
The piecewise cubic regression fits a separate cubic regression to the data in each
interval. In this case there are 5 intervals, so there are: (5)(4) = 20 degrees of freedom.
The linear spline constrains the values to be equal at each of the knots. The number of
degrees of freedom is K + 2; in this case the degrees of freedom are: 4 + 2 = 6.
(Compared to the piecewise linear regression we have 4 constraints, one at each knot;
thus we have: 10 - 4 = 6 degrees of freedom.)
The cubic spline constrains the values, first derivatives, and second derivatives to be
equal at each of the knots. The number of degrees of freedom is K + 4; in this case the
degrees of freedom are: 4 + 4 = 8.
(Compared to the piecewise cubic regression we have (4)(3) = 12 constraints, three at
each knot; thus we have: 20 - 12 = 8 degrees of freedom.)
The natural cubic spline has additional constraints that the spline be linear outside the
first and last knot; in this case it is linear below 20 and above 80.
As per page 275 of An Introduction to Statistical Learning, there are K + 1 degrees of
freedom; in this case the degrees of freedom are: 4 + 1 = 5.
(Some other sources have K rather than K+1.)

!
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39. A GLM was used to estimate the expected losses per customer across gender and
territory. The following information is provided:
● The link function selected is log
● Q is the base level for Territory
● Male is the base level for Gender
● Interaction terms are included in the model
The GLM produced the following predicted values for expected loss per customer:
!

!

!

Territory
Gender

Q

R

Male

148

545

Female

446

4,024

Calculate the estimated beta for the interaction of Territory R and Female.
A. Less than 0.85
B. At least 0.85, but less than 0.95
C. At least 0.95, but less than 1.05
D. At least 1.05, but less than 1.15
E. At least 1.15
39. B. Using the log link function, βTerr = ln[545/148] = 1.3036.
βGend = ln[446/148] = 1.11031
ln[4024/148] = βTerr + βGend + βInter.
3.3028 = 1.3036 + 1.11031 + βInter. βInter = 0.8961.
Comment: 148 exp[1.3036 + 1.11031 + 0.8961] = 4024.
ln(μ) = β0 + βTerr XR + βGend XF + βInter XR XF,
where XR = 1 if territory R and zero otherwise,
and XF = 1 if Female and zero otherwise.

!

!
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40. An actuary fits a Poisson distribution to a sample of data, X.
θx e-θ
!
f(x) =
!
x!
To assure convergence of the maximum likelihood fitting procedure, the actuary plots
three quantities of interest across different values of θ.
Plot I: Score Function, U!

Plot II: Deviance !!

Plot III: Information, τ

Determine which of the three plots the actuary can use to visually approximate the
maximum likelihood estimate for θ.
A. None can be used
B. I and II only
C. I and III only
D. II and III only
E. The answer is not given by (A), (B), (C), or (D)

!

!
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40. B. The expected value of the score function is zero, for the maximum likelihood fit.
(This is why the method of scoring converges when the score is zero.)
Thus a score of zero would correspond to the maximum likelihood estimate of θ.
We can use Plot I to visually approximate the maximum likelihood estimate for θ.
The smaller the deviance, the better the fit.
Thus θ̂ would be approximately where the deviance is smallest.
We can use Plot II to visually approximate the maximum likelihood estimate for θ.
The Information can be used to get the variance of θ̂ for the maximum likelihood fit;
however, it can not be used to get θ̂ .
We can not use Plot III to visually approximate the maximum likelihood estimate for θ.
Comment: This question is dealing with a simpler example of fitting via maximum
likelihood; we are trying to estimate the mean of the Poisson Distribution, not in the
context of a GLM.
A plot of the loglikelihood as a function of theta could also be used;
we would want to maximize the loglikelihood.
The Score is defined as the partial derivative of the loglikelihood with respect to θ; thus
the loglikelihood is maximized when the score is zero.
The Deviance is defined as:
2 {(loglikelihood for the saturated model) - (loglikelihood for the fitted model)}.
Given the observations and the form of the model, the loglikelihood of the saturated
model does not depend on the parameters. Therefore, minimizing the deviance
maximizes the loglikelihood for the fitted model.
∂2 ln[f(x)]
τ = Information = -n E[
].
∂θ 2

!
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41. You are given the following information from a time series:
t

xt

1

3.0

2

2.5

3

2.0

4

3.5

5

4.0

6

3.0

x

3.0

Calculate the sample lag 3 autocorrelation.
A. Less than -0.30
B. At least -0.30, but less than -0.10
C. At least -0.10, but less than 0.10
D. At least 0.10, but less than 0.30
E. At least 0.30

!
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41. B. The differences from the mean are: 0, -0.5, -1.0, 0.5, 1.0, 0.
(0)(0.5) + (-0.5)(1) + (-1.0)(0)
c3 =
= -0.08333.
6

02 + (-0.5)2 + (-1.0)2 + 0.52 + 1.02 + 02
= 0.41667.
6
r3 = c3 / c0 = (-0.08333) / 0.41667 = -0.2.
(0)(0.5) + (-0.5)(1) + (-1.0)(0)
-0.5
Alternately, r3 = 2
=
= -0.2.
0 + (-0.5)2 + (-1.0)2 + 0.52 + 1.02 + 02
2.5
c0 =

Comment: Using R, r1 = 0.2, r2 = -0.5, and r3 = -0.2.
The correlogram:

!

!
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42. You are given the following correlograms for three separate data sets,
each with n observations.
Data Set I ! !
!
!
!
!
!
Data Set II

Data Set III

The dotted lines in each correlogram correspond to the values: ( -

1
±
n

2

).
n
Determine which of the above data sets exhibit statistically significant autocorrelation.
A. I only !
B. II only !
C. III only ! D. I, II and III
E. The answer is not given by (A), (B), (C), or (D)

!

!
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42. E. In each case, see whether one or more sample autocorrelations
(other than lag 0) are outside the dotted lines.
For Data Set I, lag 1 and lag 7 are each significantly different from zero.
For Data Set II, lag 1, lag 2, and lag 3 are each significantly different from zero.
For Data Set III, none are significantly different from zero.
Thus the answer is I and II.
Comment: Data Set II could be an AR model. Data Set III could be white noise.
In practical applications, an autocorrelation may appear to be significant solely due to
random fluctuation; we are testing at an approximate 5% significance level. Thus, in a
case where the correlogram showed for example only the lag 7 autocorrelation barely
significant, one would have to investigate further in order to try to determine whether or
not this was meaningful.

!

!
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43. You are given the following stock prices of company CAS:
Day

Stock Price

1

538

2

548

3

528

4

608

5

598

6

589

7

548

8

514

9

501

10

498

● The average stock price in those days is 547
Calculate the sample autocovariance at lag 3.
A. Less than -500
B. At least -500, but less than -250
C. At least -250, but less than 0
D. At least 0, but less than 250
E. At least 250

!
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43. B. The differences from the mean are: -9, 1, -19, 61, 51, 42, 1, -33, -46, -49.
(-9)(61) + (1)(51) + (-19)(42) + (61)(1) + (51)(-33) + (42)(-46) + (1)(-49)
c3 =
= -489.9.
10
Comment: Using R, c0 = 1413.6, c1 = 784.7, and c2 = 206.1.
r1 = 0.555, r2 = 0.146, and r3 = -489.9/1413.6 = -0.347.
The correlogram:

As would be usual with time series of actual stock prices, there are no significant
autocorrelations.
The stock price volatility would be more realistic if the time intervals were weeks or
months rather than days.

!

!
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44. You are given the follow fitted AR(1) model:
!
Ẑt = 5 + 0.85zt-1
The estimated mean squared error is 13.645.
Calculate the two-step ahead forecast standard error.
A. Less than 4.0
B. At least 4.0, but less than 7.0
C. At least 7.0, but less than 10.0
D. At least 10.0, but less than 13.0
E. At least 13.0
44. B. For concreteness, let us assume we know z1 and are predicting Z2 and Z3.

Ẑ2 = 5 + 0.85z1 + w2.
Ẑ3 = 5 + 0.85z2 + w3 = 5 + (0.85)(5 + 0.85z1 + w2) + w3
!

= 9.25 + 0.852z1 + 0.85 w2 + w3.
Var[ Ẑ3 ] = Var[0.85 w2] + Var[w3] = 0.852 σ2 + σ2 = (0.852 + 1) (13.645) = 23.5035.

Thus the two-step ahead forecast standard error is:

23.5035 = 4.848.

Comment: For time series, “estimated mean squared error” is the estimate of σ2, the
variance of the error term. A random element wt has mean zero and variance σ2.

!
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45. You are given the following statements about time series:
I. Stochastic trends are characterized by explainable changes in direction.
II. Deterministic trends are better suited to extrapolation than stochastic trends.
III. Deterministic trends are typically attributed to high serial correlation with random
!
error.
Determine which of the above statements are true.
A. I only
B. II only
C. III only
D. I, II and III
E. The answer is not given by (A), (B), (C), or (D)
45. B. Random trends are not explainable. Statement I is False.
It should instead have said inexplicable changes.
Statement II is True.
Statement III is False. This is true instead of apparent transient trends, which could be
modeled for example with an AR model.
Comment: See Page 91 of Introductory Time Series with R:
“Trends in time series can be classified as stochastic or deterministic. We may
consider a trend to be stochastic when it shows inexplicable changes in direction, and
we attribute apparent transient trends to high serial correlation with random error.
Trends of this type, which are common in financial series, can be simulated in R using
models such as the random walk or autoregressive process.
In contrast, when we have some plausible physical explanation for a trend we will
usually wish to model it in some deterministic manner.”

END OF EXAMINATION

